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Résumé

L’avancée de l’intelligence artificielle (IA) a motivé l’apparition de nombreuses startups

qui développent des produits utilisant cette technologie. Dans ces entreprises, ces produits

sont souvent construits sans recourir à des processus formels de développement, notam-

ment à ce qui a trait à la composante logicielle de l’IA. Les équipes mènent leurs projets

de manière ad hoc, affectées par l’incertitudes inhérente au processus de développement

de l’IA, causée notamment par le caractère nouveau de l’IA dans les entreprises, le côté

expérimental propre à l’IA comme discipline scientifique, ainsi que le besoin constant

d’avoir recours à l’exploration pour développer des produits basés sur cette technologie.

Les entrepreneurs ont ainsi de la difficulté à gérer leurs projets d’IA et à obtenir les ré-

sultats escomptés, compromettant ainsi la livraison des produits, la satisfaction de leurs

clients et parfois, la survie de leur entreprise. Les méthodes agiles proposent de minimiser

les incertitudes inhérentes au développement de logiciels en appliquant des principes et

des pratiques pour gérer des livraisons courtes et rapides de systèmes fonctionnels aux

clients. Comme il s’agit d’approches dites "légères" car concentrées sur la livraison de

valeur et non la gestion de processus, les méthodes agiles telles que Scrum sont à pri-

ori adaptées à des contextes tels que celui des startups qui possèdent généralement des

ressources très limitées.

La littérature montre peu d’études sur l’application des méthodes de développement

de logiciels appliquées aux projets d’IA, en particulier dans les startups. La recherche sur

les avantages que les méthodes agiles peuvent apporter aux projets d’IA ne permet pas

encore de tire de conclusion définitive et mériterait d’être approfondie car leurs résultats



peuvent aider les entreprises à mieux gérer leurs efforts de développement. Cette étude

vise à contribuer à combler ce manquement en étudiant les contributions des pratiques

agiles au développement de projets d’IA dans les startups. L’étude repose sur une analyse

exploratoire qualitative sous la forme d’études de cas. Les données ont été recueillies via

des entretiens avec des ingénieurs en IA et des chefs d’entreprises dans un échantillon de

neuf startups.

Les résultats obtenus dans cette étude montrent que les principales causes d’incertitudes

dans l’exécution des projets d’IA sont la difficulté à collecter et manipuler des données

pour construire des modèles d’IA et le manque de définition claire des résultats pouvant

être obtenus à partir de ces modèles permettant de définir le succès de ces projets. Les

résultats de l’étude soulèvent la difficulté de gérer les projets d’IA à cause notamment

de l’incertitude quant aux résultats sur l’entreprise peut espérer aboutir, que ce soit à

la fin du projet ou lors de la livraison des produits. La pratique qui a montré le plus

d’avantages pour réduire l’incertitudes est de construire un "pipeline" pour automatiser les

tâches de construction des algorithmes d’IA, d’entraînement de modèle d’IA, et de vali-

dation de résultats. On observe dans les entreprises ayant adopté ce type d’automatisation

une plus grande confiance dans la gestion de leurs projets et dans la livraison de leurs

produits. L’exécution des projets par itération a également été mentionnée comme une

bonne pratique qui permet de suivre l’évolution du cycle de développement des produits.

En analysant le profil des équipes de développement, nous avons également noté que,

lorsqu’elles sont combinées, les connaissances sur les méthodes agiles de développement

de systèmes et l’expérience en IA encouragent l’adoption intensive de méthodes au sein

des startups. Nos résultats permettent d’observer un consensus sur l’importance d’adopter

des méthodes et des mesures pour mener des projets d’IA. Cependant, dans la plupart des

entreprises de cette étude, l’adoption de ces méthodes est toujours en cours.

Notre contribution à la recherche scientifique étudie le phénomène d’exécution de

projets de développement d’IA dans les entreprises en démarrage, montrant comment les

entreprises appliquent des méthodologies agiles et quels avantages ces pratiques appor-

tent à leurs projets d’IA. La littérature dans ce domaine est rare, bien que l’intérêt pour
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les projets d’IA se développe. Notre étude vise à étendre la littérature en apportant des

informations pouvant contribuer à l’évolution des entreprises produisant de l’IA.

Nous prévoyons que notre contribution ajoutera des informations scientifiques perti-

nentes pour aider les chercheurs ainsi que les acteurs du développement logiciel à com-

prendre les comportements des équipes de développement IA. Pour les équipes, nous es-

pérons que ces informations contribueront à la performance de leur travail quotidien. De

plus, nous supposons que les informations recueillies à partir de cette thèse et éclairées

par la revue de la littérature présentée dans ce chapitre peuvent aider les startups d’IA à

adopter des méthodes agiles pour le développement de produits.

Mots-clés

agile, scrum, startup, entreprenauriat, intelligence artificielle, apprentissage automatique,

processus de développement de logiciels, gestion de projet, recherche qualitative, étude

de cas
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Abstract

The advance of artificial intelligence (AI) has motivated numerous startups to develop

products using this technology. Within these companies, products are often built without

the use of formal software development processes. Teams conduct their projects in an

ad hoc manner, and are affected by the uncertainties inherent to AI development. These

uncertainties stem from the novelty of AI in organization, the experimental nature of

AI, and its ongoing development. Entrepreneurs thus experience challenges managing

their AI projects and delivering expected results, compromising the delivery of products,

the satisfaction of customers, and sometimes, the survival of their own company. Agile

methods propose to minimize uncertainties inherent to software development by applying

principles and practices to handle short and fast deliveries of functional software to cus-

tomers. Because they are lean methodologies, agile methods such as Scrum are suitable

for application in startups that usually have limited resources.

The literature offers few studies on the application of software development method-

ologies to AI projects, especially in startups. Research on the benefits that agile methods

can bring to AI projects is still nascent and requires further exploration, and insight on the

topic can help companies better manage their development efforts. This study seeks to

contribute to filling this gap by investigating what are the contributions of agile methods

to the management of artificial intelligence development projects in startup companies.

We conducted the study through the execution of qualitative exploratory analysis using a

multiple-case study approach. We collected data through semi-structured interviews with

AI engineers and CEOs within a sample of nine startups.
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The results obtained in this study show that the leading causes of uncertainties in the

execution of AI projects are the difficulty in collecting and manipulating data to build AI

models and a lack of definition of results that can be obtained from these models. We

also observed difficulties in managing AI projects associated with the uncertainty of the

results produced at the end of the project or the delivery of the final product. The prac-

tice that showed more benefits to manage these uncertainties was the construction of a

"pipeline" to automate tasks for building AI algorithms, model training, and result vali-

dation. In companies where this type of automation has been implemented, we observed

greater confidence in the management of projects and the delivery of working products.

The execution of projects in iterations was also mentioned as a good practice that allowed

them to monitor product evolution. Turning to the profiles of AI development team mem-

bers, our analysis reveals that, when combined, knowledge about agile methodologies of

system development and experience in AI encourage a higher propensity to adopt method-

ologies within startups. Our results showed a consensus on the importance of adopting

methodologies and metrics for conducting AI projects. Notwithstanding, in most of the

companies in this study, the adoption of such methodologies is still undergoing.

Our contribution to scientific research is to shed a light on the phenomenon of exe-

cution of AI development projects in start-up companies, showing how companies apply

agile methodologies and what benefits these practices bring to their AI projects. Litera-

ture in this area is sparse, although interest in AI projects is expanding. Our study aims

to extend the literature bringing insights that can contribute to the evolution of companies

that produce AI.

We anticipate that our contribution will add relevant scientific insight helping re-

searchers as well as software development stakeholders to understand the behaviours of

AI development teams. For teams, we expect that these insights will contribute to the

performance of their daily work. Moreover, we surmise that the insights gathered from

this thesis and informed by the review of literature presented in this chapter can assist AI

startups with the adoption of agile methods for product developments.
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Chapter 1

Introduction

In recent years, machine learning (ML) and artificial intelligence (AI) have garnered sig-

nificant interest from researchers (Perrault et al., 2019). In practice, many technology

companies started projects to develop AI-based systems (CB Insights, & PwC, 2020).

Startup entrepreneurs believe that AI represents the most promising sector for invest-

ments now and in the near future (Sillicon Valey Bank, 2019). In Canada, the number of

AI startups grew around 28% in 2017, counting a total of 685 enterprises (Mantha et al.,

2019). In Montréal, there are more than thirty tech startup incubators (Montréal Interna-

tional, 2020), contributing to development of AI in Canada. HEC Montréal, for example,

sponsors two renowned programs: Creative Destruction Lab (CDL) (Montréal, 2020b)

and NextAI (Montréal, 2020a), both intensively supporting data science and artificial in-

telligence ventures to develop the expertise in this sector.

Given the emerging and largely understudied environment of AI tech startups, this

thesis investigates how incoming technology companies organize and manage activities

surrounding software development for AI-related products. More specifically, we study

how startups adopt software engineering practices based on agile methodologies and how

they use those practices in their projects to develop AI systems.

Agile methodologies have been widely adopted in software engineering as a recog-

nized process to produce computer systems (Kukhnavets, 2018; Jeremiah, 2020). Tech-



nology companies see many benefits of using agile practices, especially for team produc-

tivity, software quality, and fast delivery (VersionOne Inc., 2020).

Agile methodologies are based on four core values and twelve principles first de-

veloped in the Agile Manifesto written by a group of software engineers decrying the

emphasis on heavyweight software development processes (Beck et al., 2001). These

values focus on interactions between individuals, the delivery of working products, fre-

quent customer collaboration, and an ability to respond to unanticipated changes. Agile

methodologies thus put less emphasis on documentation, contracts, and plans. The main

objective is to frequently deliver value to customers, in short increments, while quickly

adapting to change.

In principle, agile methodologies appear to be a good fit for startup ventures. Startups

need to develop their projects quickly and often do not possess the resources required to

implement heavyweight processes. The velocity of getting results is crucial to maximize

the chances of survival. An agile methodology enables a company to work in small steps

to get results quickly, usually within an interval of two or three weeks. Entrepreneurs can

rapidly analyze their results and pivot business goals and activities accordingly.

In technology startups, teams usually follow Lean Startup methodology principles (Ries,

2011), which are characterized by low-cost development and iterative product delivery.

Ventures can benefit from current low-cost, scalable technology infrastructure such as

cloud computing platforms to develop products quickly. Teams can leverage these infras-

tructures to quickly test and adjust a deployed product incrementally.

Low budget, a need for quick deployment, and a small product development team are

factors that contribute to scenarios where developers have difficulties defining formal de-

velopment processes (Laporte et al., 2017a). Team members usually define informal tasks

and start the execution of product development with minimal planning. Communication

within the team is effective because it is kept inside a small circle of members. While

the absence of a defined process may work while the team remains small, as the company

grows, the necessity to formalize the development process becomes more relevant.

In established software development teams, the adoption of formal software engineer-
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ing methods and approaches leads to the definition of processes to organize resources to

increase the efficiency as well as the effectiveness of the software development process.

For instance, traditional software development processes are composed of several stages,

such as requirements elicitation, system design, development, testing, and deployment.

These stages can be executed in sequence (Adetokunbo and Basirat, 2014) or incremen-

tally (Boehm, 1988). Software engineering theory thus seeks to design prescriptive solu-

tions to common issues faced during the development of typical software.

Artificial intelligence development, however, has specific issues that differ from those

faced in typical software development projects (Walch, 2020). The goal of AI algorithm

is to learn features from datasets and to generate models that best represent these features

to make predictions or prescriptions. AI models are strictly connected to their pairwise

datasets and algorithms, which means that the same code can produce different models

when the input data presents small variations. Similarly, one single dataset feeding differ-

ent algorithms can produce distinct models. In this case, not only the produced code but

also the training data and the AI models become project deliverables. According to Zhang

et al. (2019), issues related to AI deliverables are mostly related to uncertainty in the re-

sults and due to the scientific, experimental nature of AI development and AI projects

demand a high amount of research to generate models and applications that leverage these

models into viable products.

Literature highlights two core AI activities have a high level of uncertainty: data

preparation and machine learning model training (Najafabadi et al., 2015). Data prepa-

ration considers efforts to search for suitable datasets or to create new ones; and analyze

these datasets to understand the characteristics of available data. Model training is the

selection and the execution of a machine learning algorithm paired with a dataset with

different parameters before analyzing the results produced by these algorithms. Machine

learning has a high degree of uncertainty for two reasons. The first is the inability to

estimate the amount of time that available computational resources will take to perform

model training. The second is related to the need to run several empirical experiments and

to test a high number of parameters which together represent variations of an algorithm.
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In machine learning, results are thus difficult to anticipate, hindering the management

and the execution of AI projects. Many of the problems that arise during the execution

of an AI project originate from the difficulty associated with the creation of a realistic

project plan as well as a low degree of accuracy in the estimation of costs, effort, and time,

three essential elements of project management (Wan et al., 2019; Arpteg et al., 2018).

In a linear development process where it is assumed that uncertainty can be eliminated a

priori, the methodologies usually encourage developers to build a plan that will not change

during the project execution. In uncertain endeavors such as AI development projects,

teams may find it extremely difficult to build such a plan in advance and to commit to it

during the execution of the project (Ishikawa and Yoshioka, 2019).

Lean Startup methodology deals with uncertainty in business because it provides

methods to quickly test products and receive customer’s feedback. The methodology

bring useful results for projects where the team know their products in advance and want

to test them in the market. In AI projects, where teams do not know exactly which re-

sults they will create, Lean Startup methodology may not properly address particularities

related to AI development.

1.1 Research question

The purpose of this thesis is to analyze the contributions of agile methods to the manage-

ment of AI development projects in startups. As stated previously, the software industry

has widely adopted agile methodologies for software development. However, AI projects

face some specific challenges related to uncertainty in some activities such as data collec-

tion and model testing. In addition, the development of software-based AI products and

services is nascent and the market for these products and services is changing rapidly. Our

research sits at the intersection of agile methodologies and artificial intelligence software

development.

We thus ask the research question:
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"What are the contributions of agile methods to the management of artificial

intelligence development projects in startup companies?"

We analyze the research question from the perspective of three-component vertices:

agile methodologies, AI system development, and the software development process within

startups.

1.2 Methodology

Given the exploratory nature of our work, we adopt a qualitative research approach. We

interviewed team members from nine startups that develop software products leveraging

AI. These cases were sourced from a population of AI startups in the Montreal area.

We performed interviews, using a semi-structured interview guide with open-ended

questions. The collected data were recorded and transcribed for analysis in Nvivo. We

applied Eisenhardt (1989)’s case study method to analyze data and extract the results. The

first phase of our analysis is within-case analysis, describing data within the investigated

startups. The second phase is cross-case analysis, in which we identify patterns accross

the cases. Our analysis used the coding process described by Miles et al. (2014) and Sal-

daña (2013). We created one coding set for the within-case analysis and a second coding

set for the cross-case analysis.

The analysis of interview data yielded insights on the adoption of software engineering

practices within each case. Specifically, we identified the perception that the participants

had about the contributions that the execution of a process based on agile methodologies

can bring to their daily work as well as to the product of their work.

Our contribution to scientific research is to shed light on the phenomenon of execution

of AI development projects in start-up companies, showing how companies apply agile

methodologies and what benefits these practices bring to their AI projects. Literature

in this area is sparse, although interest in AI projects is expanding. Our study aims to
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extend the literature bringing insights that can contribute to the evolution of companies

that produce AI.

1.3 Definitions

For the purpose of disambiguation and clarification, this section presents definitions for

terminology used in the context of this thesis:

• Artificial intelligence and machine learning. Artificial intelligence (AI) is a

broader definition of software that has the ability to mimic some human behaviour. Stu-

art and Peter (2016) present AI definitions related to human thought process and

reasoning. According to these authors: "A human-centered approach must be in

part an empirical science, involving observations and hypotheses about human be-

havior. A rationalist1 approach involves a combination of mathematics and engi-

neering. The various group have both disparaged and helped each other."[pp. 1-2]

Our study adopts the Oxford dictionary’s definition stating that AI is "the theory and

development of computer systems that can perform tasks normally requiring human

intelligence, such as visual perception, speech recognition, decision-making, and

translation and interpretation." (Oxford, 2020)

The literature subdivides AI in two subsets: machine learning and deep learning

(DL). Machine learning is the category of algorithms that train a machine to learn

and improve by processing data without having to be explicitly programmed (Taulli,

2019, p. 41). Within machine learning, we can define a subcategory called deep

learning (Taulli, 2019, p. 71); a subcategory that applies artificial neural networks

(ANN) (Jain et al., 1996) to expand machines capacity to learning complex tasks.

In AI context, ANNs are mathematical architectures that emulate the behaviour of

a human neuron.

The software industry divides machine learning into four significant areas: super-

vised learning, unsupervised learning, semi-supervised learning, and reinforcement
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learning (Taulli, 2019, pp. 50–54). Supervised learning makes use of labelled data

to train machines. Unsupervised learning processes unlabelled data, usually to de-

fine patterns in these data. Semi-supervised learning is a mixture of both approaches

to improve learning accuracy while reducing effort in preparing data for training.

Reinforcement learning creates mechanisms, during the training phase, to provide

positive compensation in case of correct response from the machine, or negative

compensation, in case of machine’s incorrect response, in a process similar to the

training of animals.

Considering that within our study, we can place most artificial intelligence systems

in the machine learning category, we define AI and machine learning as synony-

mous. When applicable and relevant for the purpose of our work, we will explicitly

refer to a specific AI category.

• Software development and Software Engineering. According to the IEEE Stan-

dard Glossary of Software Engineering Terminology (IEEE, 1990), software devel-

opment process is

The process by which the user needs are translated into software require-

ments, software requirements are transformed into the design, the design

is implemented into code, and the code is tested, documented, and certi-

fied for operational use.

Similarly, a formal definition for software engineering–or system engineering–states

that it compresses a process, a set of methods, and an array of tools to build com-

puter software (Pressman, 2010). Sommerville (2016, p. 23) states that

"System engineering is concerned with all aspects of complex systems’

development and evolution, where software plays a major role. There-

fore, system engineering is concerned with hardware development, pol-

icy and process design, system deployment, and software engineering."
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For this thesis’s purposes, we consider that any analysis of a process related to soft-

ware development is embedded in the software engineering discipline. Whenever

mentioned in this thesis, a formalization of a process or a methodology is related to

software engineering, unless otherwise stated.

• Startup. The definition of a startup is itself a research topic considering the diverse

universe of starting companies and the time they need to become a more robust

enterprise, leaving the status of startup. Cockayne (2019) presents a survey with

a few startup definitions, considering factors that indicate the graduation from the

startup domain to a established company. Some of these factors are: acquiring a

bigger company, presenting revenues greater than 20 million dollars, and having

more than 80 employees. For the purpose of this work, a startup is a company that

exhibits the following characteristics:

– Existing for less than three years;

– Receiving any revenue;

– Having less than 20 employees;

– Developing a business model focused on building software or technology re-

lated to AI.

1.4 Organization

Including this introduction, our thesis is organized in six chapters distributed as follows:

Chapter 2 presents our literature review. The chapter has three sections: the process

of software development, software engineering applied to AI-related projects in startups,

and software development process in early-stage startups.

The first section revisits known processes for software development. We review the

development life cycle, considering software engineering as the discipline that seeks to

organize and formalize procedures for building computer systems. This study establishes
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a distinction between the development of traditional software and the development of AI-

related systems, reviewing the steps for developing each genre. Within software engineer-

ing context, we highlight agile methodologies as the phenomenon in research. We present

agile methodologies as proposals for organizing software development effort, which are

more adapted to startups’ needs.

The second section describes the application of software engineering techniques to

software development cases that deviate from classic software development, focusing on

the specific case of AI development. In the second section, we present difficulties and

challenges that affect AI development. We review methods used to carry out projects in

AI, especially in startups.

The third section concludes our literature review with studies strictly related to the

phenomenon that is the target to our study. In the third section, we explain our search

mechanism to identify related papers and our inclusion and exclusion criteria used to

select relevant papers. Literature review chapter shows a synthesis quantifying the studies

found and a sumarize the relevant ones. The last part of the chapter presents a list of gaps

in AI development research, which motivated our study.

Next, chapter 3 presents the research methodology used in this thesis. It presents

the features of our qualitative, exploratory approach based on the conceptual framework

derived from our literature review as well as the procedures related to data collection and

analysis.

Chapter 4 provides the results from our empirical study. The chapter is divided in

two sections. The first section presents our within-case analysis, describing data collected

from each case. The second section presents a cross-case analysis comparing data from

all cases.

Chapter 5 presents a discussion based on our cross-case analysis. We highlight our

main findings and contributions and enfold extant literature. Throughout the discussion,

we also suggest avenues for future work.

Finally, chapter 6 presents concluding remarks. An appendix section completes this

document.
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Chapter 2

Literature Review

2.1 Introduction

This chapter presents a literature review that supports this research. We divide the litera-

ture review into two main sections.

Section 2.2 briefly describes the software development life cycle (SDLC) and presents

the main approaches to organizing the software development process. Section 2.2 also

provides an overview of more traditional, linear processes to pave the way for intro-

ducing lightweight, agile methodologies that were created to simplify the development

process and alleviate some of the undesirable outcomes associated with those traditional

approaches.

Section 2.2 is a conceptual section where we introduce important concepts related

to the software development process. To build this section, we retrieved seminal works

that are representative of the overall body of knowledge on software development and are

acknowledged as such in software engineering and computer science. To retrieve these

works, we used online databases as well as the HEC library website.

Section 2.3 reviews the literature detailing the application of software engineering

to AI-related projects in startup organizations. Particularities in the development of AI

software can create challenges that can be distinguished from other types of software.



We intend to identify these challenges and then examine the methods and practices that

are applied to address them. Consistent with our research question, we have narrowed

this analysis to startup companies to gain an understanding of the development processes

they use, as well as the practices they apply within those processes. We also identify

the challenges encountered and practices adopted by these companies to address those

challenges in the execution of AI development projects.

Section 2.3 of our literature review seeks to identify studies that analyze, in a similar

or different way, the phenomenon under study in this thesis. In section 2.3, we aim to

conduct a survey of works following a systematic protocol. We define the search terms

based on the objects related to the research question and execute queries in databases

known to be relevant to research fields of management and computer science. The survey

process is described in detail at the beginning of the section 2.3.

This review allows us to identify extant gaps in SE research that relate to the context of

AI development. In addition, it highlights the existence of a gap that sits at the intersection

between the three disciplines of SE, AI, and startups that motivates the undertaking of the

present work.

2.2 The process of software development

Software development is a complex activity (Damasiotis et al., 2018). It demands a set

of tools, tasks, methods, and competencies that needs to be achieved to have a functional

system running. Those tasks take into consideration the effort directly related to software

building, like coding and testing, and the tasks associated with quality assurance and

management of the overall process (Pressman, 2005).

For the purpose of this work, we define two software categories: one for traditional

software development and one for AI-related software development. The former cate-

gory includes software paradigms that were already created before the rise of AI, such

as desktop and Web-based systems, as well as other applications that can be integrated

but are not directly related to AI, such as front-end applications, user interfaces, back-end
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applications, and application programming interfaces (APIs). The latter category involves

the development of software implementing algorithms and models directly related to AI.

This category includes, but it is not restricted to, machine learning and deep learning

algorithms, unsupervised learning, and reinforcement learning.

The development of AI systems promoted a transformation in software development

activities, as (Khomh et al., 2018, p. 81) explain:

"Traditionally, software systems are constructed deductively, by writing down

the rules that govern the system behaviors as program code. However, with

ML techniques, these rules are inferred from training data (from which the re-

quirements are generated inductively). This paradigm shift makes reasoning

about the behavior of software systems with ML components difficult, result-

ing in software systems that are intrinsically challenging to test and verify."

2.2.1 Development of traditional software

According to (Avison and Fitzgerald, 2003, p. 23), information systems development

is "the way in which information systems are conceived, analyzed, designed, and imple-

mented."

In information systems development research, the software development life cycle

(SDLC) is broadly described as the set of activities developers need to execute to build

and maintain a software product. For the purpose of this thesis, we adopt the following

definition of SDLC:

"Software development life cycle (SDLC) is a method by which the soft-

ware can be developed in a systematic manner and which will increase the

probability of completing the software project within the time deadline and

maintaining the quality of the software product as per the standard (Mishra

and Dubey, 2013, p. 64)."
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Traditionally, SDLC has been conceived as a linear sequence of activities. The process

itself is planned, and the uncertainty associated with any type of software development

endeavour must be identified and eliminated in a preemptive manner. The linear execu-

tion of SDLC is the classic methodology for software development (Rastogi, 2015). The

process has well-defined stages, which make it easy to understand and to apply (Amlani,

2012). Errors can be identified and corrected quickly (Sahil et al., 2017). All activities are

extensively documented, which is what enables subsequent traceability. It is particularly

efficient in projects where the requirements are well defined at the beginning (Ali, 2017).

Figure 2.1: The software development life cycle, adapted from Royce (1970).

The traditional SDLC (Figure 2.1) considers two main phases for software develop-

ment: (1) building and (2) maintenance. The building phase usually consists of activities

to plan, design, develop, test, and perform the software’s initial deployment. After the

building phase, the software is considered ready, and it starts a phase for maintenance

and software evolution. Both phases can be cyclical, i.e., the developers can repeat each

phase’s activities to continuously improve the software.

In addition, development teams need to execute activities for management and quality

assurance. Management involves tasks such as planning and monitoring progression dur-
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ing the project’s execution. Quality assurance deals with the execution of testing and val-

idation tasks throughout development to certify that all artifacts produced, including the

code, meet the quality requirements stipulated in the development project’s plan. These

two activities are not directly related to software building, but they are essential to ensur-

ing that the software is delivered with the desired quality level. Usually, these activities

are executed in every phase of the life cycle.

However, there is no single, universal software development process (Sommerville,

2016, pp. 45) that can be applied across contexts. Some software types require variations

in the development process, with specific activities and artifacts that meet intrinsic par-

ticularities. The literature shows, for example, research on SDLC variations for specific

domains such as mobile applications (Rahimian and Ramsin, 2008) and Internet applica-

tions (Andersson et al., 2006).

Another example is the development of data-centric systems. From the data science

perspective, the data that a given software produces is at least as relevant as the code

created to process the data (Byrne, 2017). Focus on the data causes variations in the de-

velopment process, introducing activities for data collection, analysis, and modelling in

addition to modifications in testing and deployment activities. The code becomes dispos-

able while the models and data generated receive attention from these activities.

In the industry, some models have emerged to deal with data-intensive projects. One

example is the CRoss Industry Standard Process for Data Mining (CRISP-DM)(Wirth,

2000), a model that aims to make large data mining projects less costly, more reliable,

more repeatable, more manageable, and faster. CRISP-DM and other models provide only

high-level phases for a specific, data-intensive project but do not define specific elements

that can readily be applied to AI. Such processes do not focus on delivering software or

dashboards to end users, but rather on the building of a product or a model that will be

used for one-time analysis by data mining experts or data scientists.
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2.2.2 AI-related software development

Considering that AI is implemented in software products that must be built and main-

tained like other types of software, AI software development should, in principle, demand

the execution of the same activities. Nevertheless, empirical studies (Amershi et al., 2019;

Wan et al., 2019) indicate a modified perception of SE activities when applied to AI sys-

tems development. The construction of AI systems changes the focal point of software

development because it removes much of the focus from written programs and concen-

trates more on the models and data to be analyzed.

Figure 2.2 shows the distinction between traditional modelling and machine learning

modelling. In traditional modelling, the software engineer writes a computer algorithm

representing a handcrafted model created to execute one specific task. Traditional soft-

ware has a deterministic aspect since, for the same program, it is possible to predict the

output data when considering the input data.

In contrast, the development of an AI system focuses its efforts on building an al-

gorithm that can be generalizable, i.e., it proposes to build a model with the ability to

analyze input data that is different from the data presented in its construction. Focus on

the data instead of the algorithm makes the output for the same algorithm less predictable

since the results present a high dependency on the input data.

Specific characteristics of AI that causes difficulties for data scientists during the de-

velopment process. The main causes of these difficulties in software development are the

following, from Ishikawa and Yoshioka (2019)’s survey:

• It is difficult to clearly define the correctness criteria for system outputs or the right

outputs for each input.

• It is intrinsically impossible to make adequate outputs for various inputs (i.e., 100%

accuracy).

• Uncertainty is high about how the system behaves in response to untested input

data, such as a radical change of behaviour caused by a slight change in the input
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Figure 2.2: Traditional software versus machine learning engineering (Kassel, 2017).

(adversarial examples).

• System behaviour highly depends on the training data.

• It is difficult to have a comprehensive explanation because there are enormous in-

puts to the system, target environments, and implicit user requirements.

These characteristics of ML systems mandate the performance of specific tasks to

build and maintain AI-based software.

Overall, literature describes series of activities for the AI development life cycle ((Ak-

erkar, 2019, pp. 21–22); (Taulli, 2019, pp. 48–50,146–157)) that can be summarized as

what we find in Figure 2.3. A basic life cycle for developing AI software consists of three

main phases: data preparation, model building, and deployment. The process can be it-

erative since, after deployment, the process can use new data or rebuild the algorithms to

improve the AI model.
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Figure 2.3: AI-related software development life cycle.

Each phase considers the execution of a set of tasks providing inputs to the next phase,

as follows:

• Initiation. The first phase combines the definition of the IA system construction

project plan and the understanding of the business needs that motivate the execution

of the project.

• Data preparation. Following the planning phase and the definition of business

requirements, AI projects require that teams engage in a phase where they search

for data leveraged to fulfill those requirements using AI. During this phase, the

bulk of the work consists of searching for data related to the business domain and

extracting it in a form consumable by other software, as data may be scattered

across systems and databases. AI engineers then analyze the data to understand

its characteristics and assess its degree of quality and suitability for the problem

at hand. With adequate knowledge about the data, the AI engineer transforms it,

preparing it for AI algorithm consumption.

• Model building. The next phase is building a machine learning model using the

prepared data as input. In this phase, an AI engineer writes the model to train a

machine to understand the data. The primary tasks consist of building a model, i.e.,
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writing the architecture of a machine learning model, and training and validating

the model. The training step is a sequence of recurrent executions that try to im-

prove a predefined metric such as, for example, model accuracy or model loss. The

validation step verifys that the metrics are improving and converging to an expected

value.

One step that creates conditions to achieve this improvement is feature engineering.

In this step, the AI engineer executes a series of manipulations to obtain better

results. Usually, feature engineering can maximize the training metrics or minimize

the resources used to process the training.

• Deployment. The fourth phase is the moment when a machine learning model

is deployed to production. The developers integrate the model into a back-end or

front-end system to make it available for customer consumption. Such consumption

can be any information extraction that the model provides, usually in the form of a

predictor responsible for forecasting some values in the business domain.

• Communication. In the last phase, the team expends most of its effort commu-

nicating results to stakeholders, using the model’s predictions. In this phase, it is

important to explain the results and mechanisms that the model executes to achieve

the presented results.

AI engineering can be conceptualized as an iterative process since AI engineers con-

tinuously rebuild the models. The AI engineer can deliver a model that partially achieves

the expected metric values and continues to collect more data or fine-tune the model ar-

chitecture to deliver better models in the following releases.

The major Big-Tech companies (Amazon, 2020; Google, 2020; IBM, 2020; Ericson

et al., 2020) describe similar processes for the machine learning development with some

variation in the terminology and granularity of the tasks. For example, some companies

highlight the early stage definition of business needs and requirements in their processes.

Other enterprises detail the phase of model development, adding tasks such as hyperpa-
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rameter tuning and the separation of data into train and test subsets. Despite their size,

culture, or available resources, most technology companies follow the same basic AI de-

velopment process activities.

These approaches for AI development are inspired in practice by classic software

development methodologies, in part because AI has a software component to it. For such

a complicated process, the development community always tries to organize development

tasks to simplify and reduce work effort. The following sections describe some software

development processes that are widely adopted in the industry.

2.2.3 Classic software development methodologies

The software industry proposed several methodologies (Mishra and Dubey, 2013; Bhu-

vaneswari and Prabaharan, 2013; Williams, 2007) to define a process for software devel-

opment. All proposed processes seek to create a working pattern in the development tasks

that eliminate or minimize the risks inherent in the uncertainties existing in software de-

velopment projects. The first proposals sought to cover all situations and all variations that

could occur in the projects. Those proposals generated various ancillary tasks and docu-

ments not directly related to the product to be developed. More recent proposals tend to

simplify development processes by giving more attention to activities directly related to

software construction.

In practice, any development process needs to take into account the differences be-

tween the various projects. Many factors make projects diverse; among these factors, one

can consider the type and size of the software to be developed, the team’s size, available

financial resources, the team’s level of knowledge and experience in the execution of the

proposed work, and technologies available at the time of development.

The profile of the company that will develop the software also has an effect on the

type of process to be adopted. Larger and older companies, in principle, have more finan-

cial resources and can work with more elaborate processes. Because of the complexity

of managing more extensive projects, and more teams, and the need to integrate them
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into other areas of the company, these companies usually work with more bureaucratic

processes. On the other hand, smaller companies and beginners can benefit from leaner

processes that require fewer resources.

Over the years, the software industry has created several processes to execute soft-

ware development steps (Ruparelia, 2010), making the activity more manageable and

predictable while assuring high quality of the delivered product. Such efforts produced

process models including the waterfall model (Royce, 1970), the unified process model

(UPM) (Jacobson et al., 1999), and the spiral process (Boehm, 1988).

The waterfall and the UPM work on the premise that all requirements and resources

are known at the beginning of a project and thus are planned accordingly. In these models,

all steps, from product definition to final delivery, need to be concluded before the product

goes to production. The process tends to take a long time to complete, usually months.

During execution, it is typical that changes occur, caused by changes in requirement defi-

nitions or materialization of a risk. Project results are presented upon completion, which

usually causes frustration for customers–as well as for team members.

The Spiral process (Figure 2.4) adds prototype tasks to the linear process to build the

software through iterations. In the initial iterations, deliverables can be software specifica-

tions such as requirements, designs or initial prototypes, while the final iterations deliver

more completed software. Each phase in the cycle executes planning and risk analysis

when it is possible to adjust any deviation in the development. Inside a phase, the team

can run a complete waterfall or other processes.

The downside of these development processes is that they produce a lot of over-

head (Bhuvaneswari and Prabaharan, 2013; Adetokunbo and Basirat, 2014). Teams need

to deliver many documents while attending to management requirements; this all demands

extra management and quality assurance activities.

Although useful, the software community considers that such model execution adds

more complexity to development efforts. Adopting those models turned the software

development into a slow and expensive process, suitable only for prominent, wealthy

enterprises.
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Figure 2.4: The spiral process (Boehm, 1988).

The software industry developed lightweight processes as an alternative to the heavy-

weighted processes. Martin (1991) proposed a process called rapid application develop-

ment (Figure 2.5), a methodology that distributes the development life cycle in iterations,

and it works with prototypes. The iterations are smaller executions of the whole life cycle

repeated to deliver functional parts of a product instead of delivering a full product. The

team repeats the iterations until the full product is concluded.

The principle of a shorter and iterative process showed the possibility of a less la-

borious development process adapted to the changing situations that frequently occur in

projects. The teams were waiting for a process that could bring them more agility and

faster deliveries. In this context, new lightweight methodologies emerged within software

development companies.
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Figure 2.5: The rapid application development process.

2.2.4 Agile methodologies

In 2001, a group of experts published a manifesto for agile software development (Beck

et al., 2001). This document presented the values and principles the group considered

relevant in software development. The software engineers who initiated this movement

sought to react to the perceived heaviness associated with linear approaches and their

disproportionate emphasis on processes to manage development activities at the expense

of development itself.

The Agile Manifesto states four values (Beck et al., 2001):

• Individuals and interactions over processes and tools;

• Working software over comprehensive documentation;

• Customer collaboration over contract negotiation;

• Responding to change over following a plan.

The manifesto develops these values into twelve principles (Beck et al., 2001):

• Our highest priority is to satisfy the customer through early and contin-

uous delivery of valuable software;

• Welcome changing requirements, even late in development. Agile pro-

cesses harness change for the customer’s competitive advantage;

• Deliver working software frequently, from a couple of weeks to a couple

of months, with a shorter timescale preference;
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• Business people and developers must work together daily throughout

the project;

• Build projects around motivated individuals. Give them the environ-

ment and support they need, and trust them to get the job done;

• The most efficient and effective method of conveying information to and

within a development team is face-to-face conversation;

• Working software is the primary measure of progress;

• Agile processes promote sustainable development. The sponsors, devel-

opers, and users should be able to maintain a constant pace indefinitely;

• Continuous attention to technical excellence and good design enhances

agility;

• Simplicity–the art of maximizing the amount of work not done–is es-

sential;

• The best architectures, requirements, and designs emerge from self-

organizing teams;

• At regular intervals, the team reflects on becoming more effective, then

tunes and adjusts its behaviour accordingly.

Agile values and principles place emphasis on the importance of the delivery of work-

ing software. They consider the system in production to be the only deliverable that is

useful to the customer and, therefore, that is the real goal of a project. The ideal software

development project prioritizes the software being effectively put to work in production

rather than having a broad set of documents registering every step.

The second pillar of the Agile Manifesto spotlights stakeholders. Interactions between

team members and the customer bring more benefits than making people work in complex

processes that involve additional actors.

Interactions between team members can improve communication, learning, and, there-

fore, management. For stakeholders, face-to-face are the easiest and fastest way to com-
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municate project progress or coach someone in a task in contrast to filling in forms and

writing reports to accomplish the same task.

Direct communication between team members and customers is also beneficial. It

cuts off some intermediate communication levels to elicit requirements and validate de-

liverables. Usually, at least one member performs the role of a business analyst within

development teams. This role is responsible for intermediate communication with the

customer to translate his needs to the developers. Bringing the customer closer to the

development team can reduce miscommunication issues.

The last value in the Agile Manifesto considers the need to quickly respond to changes.

The manifesto deems that changes are inevitable (e.g., as a result of changes in customer

requirements or technical issues) and should not be perceived as problematic. The de-

velopment process must contain mechanisms to respond quickly and to address changes

when they occur, rather than seeking to anticipate all potential changes prior to their oc-

currence.

Following the principles described in the manifesto, several authors offered light-

weighted, so-called agile methodologies. Among them, Kanban, Scrum, and extreme

programming (XP) have become the de facto standard in the software industry (Ver-

sionOne Inc., 2020, pp. 10). We provide an overview of these three methodologies in

the following sections.

Kanban

Kanban (Brechner and Waletzky, 2015) intends to provide a simple approach to delivering

high-quality software to customers. The strategy is to plan a list of work items, i.e., a

backlog of tasks, and select a team to build them. Project planning is needed to execute a

number of steps:

• Capture the team’s high-level routine. For simplicity, the team describes their

tasks using high-level concepts. The idea is to reduce the number of tasks on the

list, making it easier to follow the project’s progress;
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• Prepare a task board (Figure 2.6). The team lists all tasks on a board that has

multiple columns, indicating the current status of each task. Kanban recommends

using a physical board with sticky notes to keep things as simple as possible, leaving

the information where it can easily be seen by the team;

• Set limits for tasks. It is important to limit the chaos inherent in any working group.

In kanban, limit the chaos means limiting the amount of work to be executed in each

step;

• Define the concept of done. The team needs to define when they will consider a

task, or a list of tasks, to be done. Before a work item can move to the next status

level, it must meet certain rules. Testing and code revision are examples of how to

guarantee that a work item is ready to move forward;

• Run daily meetings. As long as the team has defined a backlog, kanban flows

continuously, with no need for planning meetings during the execution. Daily short-

term meetings take place in long-term planning and revision meetings. Meetings

should take just a few minutes and focus on updating the team about what was done

the previous day, what item each member will work on today, and what blockages

need to be addressed to conclude the work.

Kanban simplicity fits very well with agile principles and it has been adopted by many

software development project teams. It is common to find kanban practices mixed with

different methodologies, such as Scrum and extreme programming.

Extreme Programming

Extreme programming (XP) (Beck and Andres, 2005) is a style of software development

that focuses on communication skills, programming techniques, and collaborative team-

work. This methodology defines a set of values, principles, and practices that are based

on the values and principles of the Agile Manifesto.
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Figure 2.6: A sample of a kanban board.

XP values remind us that humans develop software and therefore focus on people

skills. Team members need to have good communication skills when providing informa-

tion about the product to be designed or the tasks to be executed, or when giving constant

feedback to their peers on their work. Each member needs to keep in mind that simplicity

and respect make the relationship between team members easier.

XP principles can be summarized in five main pillars:

• High quality development. The work effort in development should promote cod-

ing the best code at all times;

• Improved benefits. The overall benefit should surpass individual needs. This

means that a member should do a task even when it has a higher personal cost

if the task can contribute to the project as a whole;

• Baby-steps execution. Developing the product in smaller parts is more productive

than developing bigger products. Using baby steps means working with test-first

programming one small piece of code at a time, and executing continuous integra-

tion into the full system code;
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• Embrace the unknown. An XP performer has the courage to work on tasks even

if he does not have the complete knowledge to execute the task;

• Consider failure. Failures are accepted and welcomed. They bring the opportunity

to test, validate, and learn lessons that can contribute to the project.

These values and principles translate to several prescribed practices that are intended

to keep the team working with high energy and interaction while delivering incremental

products having high quality. In this work, we highlight the practices (Figure 2.7) that

correlate with other agile methodologies and those that are adopted by startups.

Figure 2.7: Extreme programming process.

Given the above, we highlight the following XP key practices:

• Prepare an informative work space. The team needs to work in a space that

emphasizes information about what is being developed. Consequently, anyone from

the team and external stakeholders who walk around the workspace can quickly

obtain information about the project’s status. Charts and task boards are easy tools

for showcasing project information;
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• Define stories. The team can translate user needs into stories that describe system

functionalities. These stories are high-level descriptions that consider the business’s

point of view. The team details the technical aspects during development. Each

story may become one or more work items to be executed in a development cycle;

• Perform incremental design. The baby-steps principle considers the team to have

divided the system into minimal parts and to have designed them in small incre-

ments;

• Work in iterative weekly cycles. XP development is an iterative process. De-

ployment of a small piece of design and code occurs in a concise amount of time,

preferably in one week. The conclusion of this time frame helps keep track of

project progress and adjust faster in case of deviation;

• Pair programming. The methodology recommends that developers code in pairs

on one machine (Birgitta Böckeler and Nina Siessegger, 2020). Counter-intuitive

to developers, this technique seems challenging, more expensive, and less produc-

tive. However, over the long term, programming in pairs improves code quality and

reduces the cost of code correction (Hannay et al., 2009);

• Test-first programming. This coding principle proposes that the developer writes

the tests before writing the code for the system functionalities. The developer then

needs to write code that passes the test. This principle influenced the creation of the

test-driven development (TDD) paradigm (Astels, 2003). Many researchers have

demonstrated the benefits of TDD for software quality and cost reduction (George

and Williams, 2003; Tosun et al., 2019);

• Perform continuous integration. Every piece of code that is created needs to be

integrated into the full system to ensure that the added code will not break any part

of the system (Duvall et al., 2007). Several tools assist developers in integrating

their code (Shahin et al., 2017) continuously in an automated manner.
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Some of these practices were very innovative and challenging when they were first

published. Concepts like pair programming and test-first programming are counter-intuitive,

and they reverse the paradigms used for writing code. Initially, there is a higher cost to

implementing them than for traditional coding paradigms. Even after many years, teams

face some difficulties in implementation, for two main reasons. The first reason is that

they lack experience with these methodologies. The second is that it is difficult to justify

leveraging costs when communicating the benefits of the paradigm.

Scrum

According to the Scrum Guide (Schwaber and Sutherland, 2017), Scrum is a framework

for developing, delivering, and maintaining complex products. Scrum can be executed

in conjunction with practices borrowed from other methodologies (e.g., XP) as it focuses

more specifically on agile software project management rather than software development

activities per se (e.g., pair programming).

Scrum prescribes the existence of teams with roles, events, artifacts, and rules. These

components perform a unique and specific function inside the process. The correct or-

chestration among the components promotes successful execution.

The Scrum team is composed of one Product Owner, the development team, and one

Scrum Master. The Product Owner is the only one responsible for managing the func-

tionalities to be designed, assuring extraction from the software built by the team of the

highest value for the business.

The development team is responsible for executing all tasks that are necessary to build-

ing the product. The Scrum Master is the lead server in the team. He is responsible for

assuring that the team has all conditions to execute their tasks. His function is to facilitate

the interaction between team members, and between the stakeholders and the team, and

to remove any blockage that may prevent completion of the work. He also works with the

Product Owner to help organize and plan product backlog development.

Scrum is an iterative process (Figure 2.8). It defines a sprint as a time frame of two

to four weeks, during which the team works on and delivers a subset of items from the
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Figure 2.8: Scrum sprint process.

full product. The list of all functionalities for a product is the product backlog. A subset

selected from this list is the sprint backlog. The time frame for the sprints is fixed. The

team defines the items in the backlog to fit the amount of time for the sprint.

The purpose of a sprint is to build and deliver some functional pieces of code. The

concept of functional code can be verified from team to team. Similar to kanban, a Scrum

team needs to define its concept of done. This definition will support the decision to move

forward to new work items or reject and rewrite the team’s items in the sprint.

During a sprint, there are some events to plan and monitor project progress. At the

beginning of each sprint, the Scrum team conducts a planning meeting to define sprint

backlog. Daily meetings keep track of the ongoing work. The team should execute short

meetings that inform about work done the day before, work to be done that day, and

about any blockage to concluding tasks. At the end of the sprint, the team executes a

review meeting with the stakeholders to review the finished work. This meeting is an

opportunity for stakeholders to do testing before accepting the work. Finally, the team

holds a retrospective meeting, an internal meeting with team members to analyze the

good aspects of the work and improvement opportunities.

Scrum is probably the most adopted methodology for software development projects.

The State of Scrum 2017-2018 report (Scrum Alliance, 2017) states that, during this pe-
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riod, Scrum’s adoption reached 94% within software development teams. Petrova (2019)

presents a more conservative report, stating that Scrum represents 56% of all adopted

methodologies (Figure 2.9).

Figure 2.9: The most commonly used agile methodologies (Petrova, 2019).

Custom agile methodologies

Besides Scrum, the chart in Figure 2.9 shows a high incidence of mixed approaches and

custom hybrid methodologies such as Scrum/XP hybrid and Scrumban. Other research

confirms the tendency to use methodologies with modifications instead of strictly follow-

ing one unmodified methodology, consistent with the long-standing tradition of method

tailoring found in software engineering (Gruhn, 2002; Boehm, 2006). Some authors re-

fute the suggestion that agile methodologies are not divisible or individually selectable.

Fitzgerald et al. (2006) conducted a study showing that it is possible to achieve benefits

through the synergistic combination of individual agile practices.

In fact, several authors propose new methodologies or investigate teams’ process

adaptations. Jameel Qureshi (2017) studies an XP and Scrum mixed process, called
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XScrum. According to the author, there is improvement when comparing quality assur-

ance values in XScrum to isolated XP and Scrum practices. Pauly et al. (2015) conduct

a case study confirming that the application domain influences adoption of Scrum princi-

ples and that not all practices are suitable in any context. In this case, Scrum was widely

adapted to the needs of the company in the study. More recently, Melo et al. (2019)

presented a non-Scrum methodology since, according to the official proposal, a Scrum

implementation must follow the methodology to the letter. Nevertheless, the authors pro-

pose a Scrum variation, showing the benefits of such adaptation within the investigated

company.

Gerster et al. (2019) present a third example of adaptations to a predefined process.

In that work, the team fine tunes its process according to their needs and scale. Adapta-

tions made while the project is running raise a flag for further investigation of situations

that motivate teams to modify their processes. Teams need to analyze motivation fac-

tors for changes in the methodology such as project constraints, team configuration, team

expansion, and economic factors.

Further investigations in the industry demonstrated real agile implementation in soft-

ware development teams. Diebold and Dahlem (2014) conducted an extensive study of

68 projects. Their findings indicate that agile methodologies are not used in their en-

tirety, but rather that some practices are adopted. The authors mapped out situations in

which each practice is best suited. A second find is that the project domain influences

the process, with some practices being more helpful in some contexts than in others. An-

other contribution to the field is research conducted by Hron and Obwegeser (2018), in

which the authors identified motivations for modifications to the process. They found that

the primary motivations are distributed settings, combination with other methodologies,

increased UX and usability requirements, vertical scaling, size scaling, tools, and adap-

tation to different contexts. In addition, the authors identified six strategies to modify

methodologies that are based on their development contexts.

Recently, Hassani-Alaoui et al. (2020) confirmed the existence of variations in the

Scrum process in software development teams. The authors conducted an empirical study
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in 11 companies contributing to understanding how Scrum is used in practice and how

modifications to the Scrum process impact project success. The authors found that a few

guidelines are often followed while others are not, and additional practices have emerged

in response to organizational and industry needs.

Adoption of agile methodologies

Software development demands the execution of a standard pipeline of tasks such as defin-

ing requirements, developing, testing, and deploying, among other incidental activities.

Agile methodologies propose executing these activities in a lightweight, fast-paced, iter-

ative process, to focus team efforts and facilitate the delivery of value to customers. In

the real world, software development teams usually use practices that are most suitable to

their needs and that provide practical benefits.

The Annual State of Agile Report (VersionOne Inc., 2020) lists the activities that

teams consider most relevant and, therefore, are most adopted in development projects.

In the following section, we highlight activities extracted from the aforementioned agile

methodologies:

• Team members have the courage to work on tasks when they have little or none

expertise. They generally use prototypes as tools to validate an idea;

• Failures are well accepted and seen as opportunities for learning;

• Conducting an iterative process is executed in brief periods. These time periods

vary from one week to no longer than four weeks;

• Using the principle of baby-step development, the team designs, develops, and de-

livers a small piece of software each iteration and progressively builds a bigger

system;

• Daily meetings track the progress of the project;
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• The team defines its concept of done. This concept indicates what can be considered

a functional deliverable;

• Each methodology recommends adopting some type of kanban board, with person-

alized variations, as a tool for tracking work progress;

• Testing and continuous integration are key concepts in having an agile team and

improving software quality.

The above define what practitioners consider to be the important elements supporting

agility in software development projects. Thus, we surmise that they may bear some

degree of relevance in the context of startups, which is the focus of our work.

Considering the ability to adapt quickly, agile methodologies can help deal with un-

certainty more easily than classical software development processes such as Waterfall

and the Unified Process. In this sense, agile methodologies seem more suitable for small

companies and startups where adapting quickly to the need to change, i.e., pivoting, is

crucial.

2.3 Software engineering applied to AI-related projects

in startups

Agile methodologies have been applied to a variety of traditional contexts, such as desktop

systems, Web systems, or mobile applications. A quick search for the terms "agile" and

"software engineering," performed on 2020-08-23 in three well-known computer science

databases (DL-ACM, IEEE Xplore, Science Direct), returned 4,831, 1,836, and 2,585

papers (respectively) indexed on these subjects since 2000. It is easy to find abundant

literature covering each software engineering role, artifact, practice, and their outcomes,

benefits and issues. The diversity of studies describing software development projects

enables consistent analysis of every methodology element.
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Nonetheless, to the best of our knowledge there are fewer papers addressing the appli-

cation of agile methodologies to less traditional contexts such as data analytics, business

intelligence (BI) and data warehousing (DW) systems, games, and AI-related systems.

Each of these areas has some intrinsic characteristics that distinguish them from the devel-

opment of traditional software, rendering the unaltered application of agile methodologies

challenging.

Projects for the development of data warehousing systems, for example, have typ-

ically been large and have always been difficult to develop and implement (Sen et al.,

2011). The specific mechanisms of agile use in DW/BI are still not clear given that agile

methodologies have traditionally been used for small projects that could be managed by a

single team (Dybå and Dingsøyr, 2008a). Some SE activities need adaptation or revision

to fit with DW projects. The data-centric character of DW makes test execution difficult

since the activity essentially deals with data validation. The application of agile method-

ologies to DW/BI systems demands further investigation. However, the literature lacks

research on the topic (Batra, 2017).

AI is another area where research on development processes is currently lacking. As

a relatively new area, research on SE practices in AI development is a work in progress,

with several wide gaps left to fill (Khomh et al., 2018; Kim et al., 2018). Considering the

need for analysis of the AI phenomenon within startups, the chasm is even deeper.

This section aims to review the literature to identify work that covers the conjunction

of the three objects of this thesis: agile methodologies, AI development, and startups.

2.3.1 Searching related work

The main goal of this section of the literature review is to find studies at the intersection

of three topics: agile methodology, AI, and startups.

Separately, each topic has been the subject of many studies. However, to date, there

have been very few published contributions that examine their intersection. In our study,

we extend the search to include a group of related topics. We include software engineering

36



as a fourth topic of interest, as it is a super-set encompassing agile software development.

This choice expands the search universe to find processes that are not explicitly mentioned

as being agile. The goal is to cull literature located at the intersection of these four streams

of literature.

The topics for each group are:

• Agile methodologies, considering any that follow the agile philosophy;

• Software engineering and any area related to the processes of developing software

and managing software-related projects; this group includes project management

regarding, in particular, software projects;

• AI in some of its subsets; machine learning and deep learning are the most popular

synonymous;

• Startups and any ventures in their initial stage that develop computer technology.

For each group of topics, we defined a set of keywords (Table 2.1). The search criteria

comprise at least two keywords; each keyword taken from a distinct group.

Table 2.1: Keywords for the literature review search.

Group Keywords

Agile methodology agile, Scrum, Kanban, extreme programming
Software engineering software engineering, project management
AI AI, machine learning, deep learning
Startup startup

Execution of the literature review was performed through searches in databases in

which these topics are recurrent. The searches took place in the period between May

2020 and August 2020. Selected databases are the following:

• Association for Computing Machinery (ACM) Digital Library (ACM-DL);

• Institute of Electrical and Electronics Engineers (IEEE) Xplore (IEEE-XP);

• SpringerLink library;
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• Elsevier ScienceDirect;

• Web of Science;

• EBSCO databases, particularly for business, entrepreneurship, and academic searches;

• Proquest.

Together, these databases aggregate most of the relevant papers in the field of com-

puter science (CS). Choosing these Web sites takes into consideration their strong con-

nection to computer science and the access they provide to full-text papers using HEC’s

library services. It was not necessary to consider other databases because most work is

indexed in the selected databases.

Most search engines enable selection of the metadata added to the filter. The query

structure produces searches of the document title, the abstract, and the author’s keywords.

This option was essential for reducing the number of results from queries where the recall

was too high, and removing irrelevant citations where the keyword appears in the confer-

ence name, publication title, or other search fields for papers not within the scope of our

study.

The main query that joins all research topics is as follows:

( ( ( " Document T i t l e " : a r t i f i c i a l i n t e l l i g e n c e )

OR " A b s t r a c t " : a r t i f i c i a l i n t e l l i g e n c e )

OR " Author Keywords " : a r t i f i c i a l i n t e l l i g e n c e )

AND

( ( ( " Document T i t l e " : a g i l e )

OR " A b s t r a c t " : a g i l e )

OR " Author Keywords " : a g i l e )

AND

( ( ( " Document T i t l e " : s t a r t u p )

OR " A b s t r a c t " : s t a r t u p )

OR " Author Keywords " : s t a r t u p )

38



This query returned very few results, a number insufficient to support the research.

To expand the search, we defined queries with pairs of topics. Table 2.1 shows that some

keyword combinations return a high number of results. For example, this is the case for

software engineering aggregated when aggregated with startup, and for software engi-

neering aggregated with machine learning. The high quantity of work suggests a high

interest in exploring these fields. In contrast, keyword combinations paired with agile

returned many fewer results. Combining software engineering or agile with machine

learning and startup returned only seven results, a much smaller quantity compared to

queires using only pairs of these keywords instead of all of them. This observation sug-

gests a potential gap in the research on software engineering applied to startups, including

those that develop AI systems.

We opted to filter publishing dates to exclude papers published before 2015. Two

main reasons led to this decision: rapid obsolescence in computer science and growing

trends in AI.

Computer science is an extremely dynamic research field. Every month the market

launches many new technologies, tools, programming languages, processes, and paradigms

for executing software development. Such dynamism shortens the relevant lifespan of

many studies, quickly making them obsolete. This evolution is remarkably fast for pro-

gramming languages and tools. At the same time, processes and methodologies remain

over the long term–however, these changes in technology force processes and methodolo-

gies to evolve and adapt accordingly.

Over the past few years, interest in the evolution in computer science has been lever-

aged, particularly regarding AI. Recently, there has been a large increase in studies that

mention machine learning or deep learning, two popular topics in the field. For example,

on 2020-09-01, a search on ACM-DL for the keyword machine learning in studies pub-

lished after 2000, returned 76,811 results. There were 41,316 results published after 2015,

with almost 54% in only the last quarter of the year. The chart indicating the number of

publications per year (Figure 2.10) shows a growing recent trend.

The databases we primarily used are ACM-DL and IEEE-XP. These concentrate on a
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Figure 2.10: Results per year for the search keyword "machine learning" (extracted from
ACM-DL).

high number of publications with a high impact factor for computer science. We started

the search for related work in these databases.

After exhausting the primary database queries, we executed our search in the database

from Web of Science, Elsevier ScienceDirect, and SpringerLink. The search in these

database brought little relevant results about the intersection topic of agile methodology

or software engineering and machine learning and startups.

After searching related studies, our next step was a manual inspection to select the

relevant work. The manual inspection was executed by reading the abstracts first, and

then the full text of the papers. This task was especially necessary to reduce the number

of papers to read, eliminating papers with little or no contribution.

A second triage was executed reading the abstracts, at first, and the papers’ full-text.

We filtered the work based on inclusion and exclusion criteria.

Criteria for inclusion are the following:

1. The paper presents a case study related to applying software engineering practices

to machine learning software development;

40



2. The paper examines the application of any agile methodology to a project develop-

ing machine learning software;

3. The paper describes or proposes a methodology for machine learning software de-

velopment;

4. The paper surveys the application of software engineering in multiple machine

learning-related projects;

5. The paper describes an application of agile practices in one or several startups;

6. The paper discusses challenges encountered in machine learning development projects.

Analogous, criteria for exclusion are the following:

1. The paper mentions challenges to developing machine learning, and the challenges

are related to technical aspects but not related to the development process;

2. The paper presents a machine learning solution to automatically support or execute

a task in the software development life cycle;

3. The paper describes a development process or software engineering practice not

related to machine learning system development;

4. The paper surveys workers’ profiles in data science or machine learning projects,

but it does not describe or analyze a process;

5. The paper tackles a management or governance of a machine learning model or

system, but it does not discuss a development process;

6. The paper is a cover letter, a summary, an index, or a technical printing support

document.
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Table 2.2: List of papers describing SE practices in startups

Category References

SE practices in star-
tups

Bosch and Olsson (2013)
Gerster et al. (2020)
Giardino et al. (2014)
Kabir (2011)
Klotins et al. (2016)
Laporte et al. (2017b)
Mkpojiogu et al. (2019)
Pantiuchina et al. (2017a)
Pompermaier and Prikladnicki (2020)
Robb et al. (2017)
Souza et al. (2017)
Yau and Murphy (2013)

The databases in EBSCO Business, EBSCO Entrepreneurship, and EBSCO Academic

were used to search for papers mentioning startups. Regardless of the high number of pa-

pers on the subject, or of the intersection with software engineering or machine learning,

the search did not return any literature different from that found on ACM-DL and IEEE.

The Proquest database was used to check for master’s and doctoral theses on the

research subject. The cross-join between software engineering, machine learning, and

startup returned 57 occurrences. However, the inspection of the titles and abstracts did

not show any work that merged the three topics.

After removing duplicate entries, application of the inclusion and exclusion criteria

removed most of the studies, leaving 108 papers for further analysis.

We proceed with a full reading of the texts to select papers that directly contribute to

the intersection between software engineering and AI as applied to startups. The inclusion

and exclusion criteria were applied after the full-text readings, removing work considered

out-of-scope based on those criteria.

In the absence of specific research related to the management of AI systems devel-

opment, we analyzed papers partially related to the focus research. Analysis started with

investigating two non-traditional software development projects that have some similar-

ities with AI projects: research-oriented projects and data analytics. In that section, we
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analyzed six papers showing potential similarity to AI development.

Then, we investigated the papers that explained how startups apply agile methodolo-

gies to software engineering tasks in their projects. We selected 12 papers (Table 2.2) that

provide an overview of SE practices in startups.

We also investigated the practices related to AI development. Nine papers (Table 2.3)

described the challenges that software engineers, data scientists, and project managers

face in AI software development.

Table 2.3: List of papers mentioning challenges in AI development

Category References

Challenges in AI
development

Alshangiti et al. (2019)
Arpteg et al. (2018)
Belani et al. (2019)
De Souza Nascimento et al. (2019)
Hilllaz et al. (2016)
Ishikawa and Yoshioka (2019)
Kim et al. (2016)
Marijan et al. (2019)
Zhang et al. (2019)

We encountered 19 papers (Table 2.4) providing overview of the SE practices in AI

projects. Among them, we found nine papers that use machine learning techniques to

support the SE process. We selected three papers that specifically address the application

of agile SE practices to AI projects in startups. In total, we ended up with 52 papers in

this section.

2.3.2 Agile in non-traditional software development

Research-oriented and AI projects share a similar need to deal with new data, tasks, and

algorithms that have similar experimental characteristics. In turn, data analytics and AI

share the need to process a high volume of data.

In researching agile methodologies, Scrum is the main methodology mentioned in

these papers. Unlike XP, Scrum is more project management oriented, which helps struc-

ture the process, not just the development activities (e.g., pair programming). The appli-
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Table 2.4: List of papers correlating software engineering to AI-related software develop-
ment.

Category References

SE process proposal Hesenius et al. (2019)
Basarke et al. (2007)
Shams (2018)
Schleier-Smith (2015)
Kulkarni and Padmanabham (2017)

SE for ML Analysis Kim et al. (2018)
Matsudaira (2015)
Kim (2020)
Hoda et al. (2018)
Menzies (2020)
Hains et al. (2018)
Masuda et al. (2018)
Nguyen-Duc et al. (2020)

General SE
application for ML

Wan et al. (2019)
Amershi et al. (2019)
Kulkarni and Padmanabham (2017)

Agile SE applied to
ML

Carter and Hurst (2019)
Singla et al. (2018)
De Souza Nascimento et al. (2019)

cation of Scrum in research-oriented projects aims to give a methodological character to

a work that is imprecise by nature. Experiments in the field (Ramos et al., 2016; Valentin

et al., 2015; Mahalakshmi and Sundararajan, 2015) try to improve productivity of the

research teams adapting Scrum practices.

The primary insight is that good communication is crucial to the success of the project.

Teams adapt several practices and artifacts, focusing on improving communication within

a team. Adoption of presentations, document templates, and Web tools contributes to

speed and standardizes the distribution of messages. Another factor is the selection of a

team member as the Scrum Master. Teams found that the communication is facilitated

when the Scrum Master and team members are peers, mainly because they already all

have the same knowledge and skills, which allows the Scrum Master to communicate

more clearly with the team.

A second insight is that short executions are not enough to produce useful results or
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deliverables. Researchers found that daily meetings are an overhead cost and contribute

little. Instead, executing Scrum meetings every two to three day produced better results.

Similarly, longer sprints can help deliver more useful results. Of course, sprint durations

last from one or two weeks to one month, respecting Scrum methodology. Overall, adopt-

ing Scrum practices is beneficial for team productivity, facilitating the execution of tasks

and improving the quality of deliveries.

For data analytics systems such as DW and BI, conducting a project using agile prac-

tices has been challenging. Data-intensive projects naturally take an extensive amount of

time to conclude the first deliverable, and then the overall project. Thus, the waterfall and

unified processes have been standards that fit them well. As a result, it is normal for DW

customers to wait a long time to receive their product. In this context, the main challenge

is to speed the delivery of system modules that are useful to users. To solve this, some

authors propose adaptating agile principles to non-traditional development projects.

Hughes (2008) wrote one of the rare books in the field, proposing a framework to

adopt Scrum and XP principles to deliver data warehouse projects. The author proposed

some adaptations to the Scrum process to integrate data in incremental steps, which solves

the central gap of DW projects. In addition, that work defines more specialized roles in

Scrum process adapted to data-intensive contexts.

Batra (2017) executed a survey with six companies to analyze the contribution of

agile practices to DW projects. According to this author, agile practices are not enough

to conduct a DW project; they need to be augmented with additional project management

practices.

Cerqueira and Brandão (2017) proposed a framework to adapt design thinking to

the agile process for DW projects. The goal is to solve problems in Scrum DW projects

related to handling vast loads of data. The authors discussed some practices to test data

and the ETL process, which are the most relevant challenges in DW system development.



2.3.3 Software development process in early-stage startups

In their early stages, startups are in the process of product definition. At that moment,

the idea that motivated the founder to give rise to a company usually allows for new ideas

from the market. This dynamic profile of a technology startups requires that its software

development process can respond quickly to the diversity of daily work.

Studying software development in small startups raises questions about which soft-

ware engineering methods best apply and whether agile methodologies are best suited

for them. Executing a software engineering process requires considering its flexibility in

accommodating the frequent changes that are essential in early-stage startups.

The second characteristic of early-stage startups is the low availability of resources.

Many startups work with very few technical and human resources; sometimes just one

person takes care of the business details and developing the product. From the business

perspective, the Chief Executive Officer (CEO) needs to take care of client acquisition,

marketing, finances, and, most often, product idealization. On the technical side, the CTO

(when there is someone in this position) or a software engineer is the person who executes

all necessary steps to create a tangible product, moving from defining the requirements to

deployment, and performing all development tasks in-between.

Startups need to consider the following four constraints when deciding to use SE

methodology (Yau and Murphy, 2013):

• Time. The total amount of time to deliver the first release of a product–the focus is

to deliver a product in the shortest time possible;

• Cost. The total cost for the development of a product–startups work with little

money to cover all costs, including hiring engineers;

• Scope. The startup needs to define the features for development–it manages to

deliver a minimally viable product (MVP), i.e., a product with minimal features to

satisfy some user needs;
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• Quality. The product needs to attend to some basic requirements of usability and

reliability, including internal quality assurance such as testing and maintainability.

A study on the motivations for agile adoption in startups (Mkpojiogu et al., 2019)

showed that the main motivation factors take these constraints into account. Figure 2.11

presents the main factors, which were obtained from a questionnaire with a 4-point Likert

scale: 1) Not important, 2) Somewhat important, 3) Very important, 4) Highly important.

The motivations that address time constraints are those related to quick delivery, i.e.,

enhanced delivery predictability and accelerated product delivery. Those related to en-

hancements in the development process are improved engineering discipline, better man-

aged distributed teams, simplified development process, and increased team productiv-

ity. Reduced cost is a motivation to solve money constraints. The motivations related

to project scopes are improved business and IT alignment, enhanced ability to manage

changing priorities, and improved project visibility. The team addresses quality with the

motivation to increase software maintainability and enhanced software quality. In ad-

dition, improved team morale and reduction of risks are also considered to be relevant

motivations.

Figure 2.11: Agile adoption motivation (Mkpojiogu et al., 2019).

Several studies (Souza et al., 2017; Gerster et al., 2020; Pompermaier and Priklad-

nicki, 2020; Giardino et al., 2014) have examined the subject by surveying software engi-

neering applications in startups and analyzing specific case studies. Overall, these studies
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have shown that agile practices are best suited to lean startups and also reported some

common practices, as follow:

• Adoption of well-known frameworks to respond fast to changes in the market needs;

• Extensive use of prototypes and existing components to do experiments;

• Ongoing customer acceptance through constant market surveys;

• Focus on core functionalities–an MVP that engages the customers;

• Empowerment of teams;

• Use of metrics to learn from customer feedback.

These standard practices correlate with the Lean Startup process. By far, the Lean

Startup process is the most adopted by technology startups to attend to their business

needs. Usually, an agile methodology such as Scrum or XP is also used to tend specifi-

cally to software development activities that are outside of the scope of the Lean Startup

process.

Pantiuchina et al. (2017b) presented a large study of 1,526 software startups that

demonstrated adoption of agile practices. Their findings confirmed extensive adoption

of the Lean Startup process. They concluded that speed-related practices are extensively

adopted. They also noted that daily meetings are used less frequently, although they con-

sider frequent follow-ups to be important.

The studies described in this section examine common issues in the development of

any type of software. However, some problems are mainly related to AI software develop-

ment. In the absence of studies investigating the phenomenon in startups, the next section

describes the main challenges in software engineering for AI-related systems.

2.3.4 Challenges in AI software development

As noted in section 2.2.2, the development of AI software demands the execution of spe-

cific tasks. Compared to traditional software development, there are differences in the
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AI-development process that result in many challenges, which require further investiga-

tion. The process of machine learning implementation has unsolved issues, and software

engineering applied to machine learning systems requires deeper research.

To illustrate, Alshangiti et al. (2019), in searching for questions about deep learning,

analyzed the Stack Overflow,1 which is an extensive social database of questions and

answers on any topic related to software development. Their study filtered questions

using a few keywords related to the DL context and collected some statistics. The results

emphasized analysis of issues related to machine learning implementation rather than

aspects of software engineering. Consequently, it is possible to highlight the following

two findings:

• The execution of machine learning and the ability to answer questions on the topic

demand a highly specialized engineer;

• The most challenging phases of machine learning for software engineers are data

pre-processing and manipulation, and model deployment and environment setup.

Another analysis (Zhang et al., 2019) of Stack Overflow addressed a similar question

about engineers’ challenges when building deep learning models. Again, the findings

were more technical and related to tasks directly involved in implementation. For exam-

ple, a question about the most difficult questions showed that the problematic subjects are

performance and tools installation. Regardless of studies of this type, there is still a lack

of analysis concerning software engineering.

To fill this gap, some studies investigated the perceptions of ML specialists concern-

ing machine learning. Our review unearthed three surveys that confirmed the results of

the previously mentioned database investigation and expanded them by analyzing certain

aspects of software engineering.

In the first survey, Hilllaz et al. (2016) conducted 12 interviews with ML specialists

at one global company that works with intelligent systems. The authors investigated data

1https://stackoverflow.com/questions
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processing issues, feature selection, ground truth, development process, algorithm imple-

mentation, and version control. The results showed consensus that the steps in a machine

learning process are similar to the process presented in section 2.2.2. The issues reported

in the interviews suggested the need for more attention to software life cycle phases. The

traditional SE process applies to machine learning and intelligent systems, but it needs

to go beyond that set of skills and tasks. The study also noted the black box character-

istic of ML–commonly referred to as magic, highlighting the difficulty of understanding

the subject and the necessity of making ML requirements and deliverables clearer and

explainable.

The second work (Ishikawa and Yoshioka, 2019) used a questionnaire to survey a set

of 278 specialists who had worked in ML systems. Their focus was to investigate new

challenges in SE activities to identify, among other findings, the characteristics of ML that

lead to difficulties as well as the perception of difficulties in engineering ML systems. In

general, the perception of difficulties is high in all phases of the development process with

decision making, testing, and quality assurance considered the most strenuous activities.

These findings demonstrated the following:

• There is a high degree of immaturity with regard to engineering for ML-based sys-

tems;

• A gap exists between the engineering team and customers. Engineers have difficulty

explaining functionalities and the achievable accuracy, especially when the results

are counter-intuitive. Furthermore, ML models need constant improvement as the

data changes. Thus, the team has a hard time convincing customers of the cost of

systematic development;

• It is impossible to provide a prior guarantee. Engineers cannot provide a prior

guarantee concerning results or the time and cost for development. This uncertainty

can be associated with the team’s degree of experience; but mainly, it is attributable

to the fact that any variation or modification in the data, the models, or the hardware

can generate very different and unexpected results.
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The third investigation (Arpteg et al., 2018) used case studies for seven ML projects

at companies ranging in size from startups to large multinationals. This research again

confirmed that the intersection between SE and ML has not been studied comprehensively.

The authors proposed an investigation of the challenges inherent in ML projects. The key

challenges are as follows:

• The system performance is unknown until it is tested using specific data. Fur-

thermore, there is a lack of transparency and an inability to understand large and

complicate models;

• Each experiment identifying the best model can be different from other experi-

ments, making them difficult to manage;

• Version control is hard to execute due to the high level of data dependency. Data is

difficult to control because it demands a large storage space. In addition, the high

amount of variation in the model’s hyperparameters can generate many versions;

• It is difficult to use the SE principle of dividing systems into smaller pieces to mod-

ularize development. It is difficult to isolate a functional area or obtain a semantic

understanding of the model;

• It is difficult to estimate the results before a model is trained and tested. Adding

the high use of external components such as Tensorflow and Apache Spark make it

difficult to debug an application;

• Resources are limited. A large amount of data to be processed demands distributed

computational resources and utilization of GPUs, adding complexity to testing and

debugging;

• Given the high level of ML system dependency, only a few test tools are available

in contrast to those for traditional SE;

• There are challenges in managing the production system associated with frequent

updates for the dependent components and external data;
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• Production-ready systems have just a small percentage of the code associated with

ML. Most of the code for front-end and back-end applications is integrated into the

ML model;

• The number of iterations needed to train a model and the results that will be achieved

are unclear, making it difficult to provide an accurate effort estimate;

• ML projects usually demand collaboration between people with different roles and

skills. AI engineers need to deal with different cultures, including those who apply

traditional SE.

All of these findings demonstrated that, although ML technology has achieved promis-

ing results, there is still a significant need for further research into how to quickly and

efficiently build high-quality, production-ready systems. Traditional SE has high-quality

tools and practices. However, they are rarely sufficient for building production-ready

ML-based systems.

2.3.5 Applying software engineering practices to AI projects

Because AI has only recently gained market attention, the literature does not provide

much insight into the AI development process. Searching the selected databases for peer-

reviewed work connecting AI with any software engineering process returned 29 works.

Among these, 9 proposed machine learning algorithms applications as tools for improving

or automatizing some activity in the development process.

When the subject of the search is the intersection of software engineering and machine

learning, several studies addressed the adoption of machine learning techniques to auto-

mate software engineering tasks. It is natural for developers to use their AI knowledge

to increase productivity and quality while reducing effort. Considering that ML systems

try to learn and reproduce some human behaviour and complex tasks, engineers can use

prediction models to automate arduous activities without having a proper tool for support.

For example, Dam et al. (2019) studied how AI algorithms can automatize agile activities
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such as effort estimation, task refinement, resource management, and sprint planning. The

goals of these studies are to create new tools to support the development process.

Similar work studying the same issue can be found in Bennaceur and Meinke (2018);

Reddy and Iyer (2018); Dam (2019); Meinke and Bennaceur (2018); Feldt et al. (2018);

Dang et al. (2019); Polkowski et al. (2019); Nascimento et al. (2019). Each of these

works addressed the challenges discussed in the previous section. Some SE activities are

considered more difficult to execute and thus there are more investigations that address

them. Notably, testing and debugging are mainly the activities examined in the imple-

mentation phase, while effort and cost estimation are those mainly investigated in project

management.

Testing and debugging are activities with a high level of dependency on tools. AI can

support engineers in inspecting code for vulnerabilities and broken parts, creating mech-

anisms to execute such tasks. Among other automated test execution, AI algorithms can

automatically prepare unit tests, analyze code errors in a continuous integration environ-

ment, or automatically generate test executions from test case documents.

In project management, effort estimation is crucial for planning as well as for costs

and duration estimates. Even in traditional SE, estimation is considered a complex task

subject to failure. AI engineers try to use regression models to predict project estimations.

These models need to be highly complex to achieve at least the same level of accuracy as

in those estimates made by human analysts, which is generally low.

In the reverse situation, there are fewer published software engineering studies of

processes that support AI-system development. Notwithstanding the large number of re-

search articles on all agile methodologies for s.development, and for AI in general, to

the best of our knowledge, fewer papers tackle agile processes specifically addressing the

development of AI. In revising the literature search, we collected 28 papers and book

chapters that analyzed SE practices specific to AI development. Of these, only five di-

rectly examine agile practices in addition to the development of machine learning.

We divided these papers into the following four categories:

53



1. SE process proposal. Papers that proposed a new SE process or a modification to

an exisitng process to address ML development needs;

2. SE for ML Analysis. Papers that analyzed SE trends, challenges, and processes

concerning ML;

3. General SE applications for ML. Papers that analyzed practical applications of

SE in ML projects;

4. Agile SE applied to ML. Papers that analyzed practical applications of agile method-

ologies in ML projects.

Proposals for new SE processes try to be agnostic about the methodologies that ap-

ply to agile, waterfall, or to any of the other more extensive processes. Nevertheless,

agile is a consolidated philosophy in the software industry; thus, most researchers sug-

gested applying agile practices in the proposed processes. Some authors carried out their

research in specific SE domains to develop software for autonomous vehicles (Basarke

et al., 2007) or real-time applications (Schleier-Smith, 2015) or to address a specific SE

task such as testing (Masuda et al., 2018). Other authors tried to cover all steps in the SE

process (Hesenius et al., 2019; Shams, 2018).

The findings of the studies in the second category raise multiple questions about the

cojoined scenarios of AI and SE. These attempt to answer questions such as "Can AI

contribute to improving SE processes?" or "Is there an agile approach that can be applied

to data science or ML projects similar to those used in traditional software engineering?"

Although they analyzed several cases, there are still many unanswered questions. There-

fore, the SE and ML communities should work together to address critical challenges in

AI and software engineering to assure the quality of software and to leverage productivity.

Accordingly, Menzies (2020) defined some rules to better develop and maintain AI

software. This author contended that AI development involves more than just AI; it in-

cludes peripheral software that supports AI models, which SE engineers apply. He also

emphasized the necessity of having software engineers working on AI, using techniques
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they already know. He argued that acceptable SE practices lead to good AI software, and

concluded that AI tools can improve SE methodologies.

Research in the third category attempts to answer certain questions by investigating

practical case studies. The methodology adopted in this thesis is similar to that used in

the third category, given that AI project participants were surveyed to understand how the

SE process works within companies.

Zhang et al. (2020) conducted a survey with 195 practitioners to understand their

insight and experience in the software engineering practice of DL applications. Their

findings revealed impacts and challenges in all phases of the DL application development

life cycle. The authors distilled these findings into seven actionable recommendations for

software engineering researchers. Notwithstanding their study provides relevant contri-

butions to software engineering for DL development, the authors did not investigate how

agile methodologies can be applied for DL projects.

In a more focused case study, Amershi et al. (2019) investigated how AI teams at Mi-

crosoft conduct their projects and what their best practices are; they also examined the

fundamental differences in how software engineering applies to ML-related components

versus its application in previous domains. The latter work confirmed some assumptions

about the challenges in versioning data and models, managing AI components and depen-

dencies, and the need for a particular type of highly experienced engineer to deal with AI

algorithms. These studies all presented a detailed description of SE in general, but did not

address the particular case of agile methodologies.

Last, the studies in the fourth category study the application of agile methodologies

in AI projects. In contrast to the preceding works, these studies focus specifically on

agile software engineering by examining its application in actual projects through the

perspectives of team members.

In their book, Agile Machine Learning, Carter and Hurst (2019) described the develop-

ment process that their team performed for data science projects. Their process followed

most Scrum practices and was inspired, in particular, by the Agile Manifesto. The authors

detailed how they implemented Scrum practices and provided some examples. The main
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aspects that were different from traditional software development were the degree of un-

certainty, the communication with stakeholders to flatten expectations, the execution of

continuous integration, and project monitoring.

In traditional software development, there is a level of uncertainty caused mainly by

changes in requirements. However, the team can know in advance what the project goals

are and what the initial backlog is. Short sprints and constant revisions help the team to

deal with uncertain variations in the requirements.

Team members have a different perception of the uncertainty level in machine learn-

ing projects. They consider a higher degree of uncertainty to be caused by the unclear

definition of requirements, little knowledge about the limits of the technology, and the

kind of information they can extract from the data they have in hand.

A laboratory experiment (Kulkarni and Padmanabham, 2017) added AI tasks to wa-

terfall and agile road maps. This enhanced process was evaluated in five industry projects;

results demonstrated an increase in the quality of software metrics.

In more practical experiments, Singla et al. (2018) and De Souza Nascimento et al.

(2019) conducted interviews in several team projects, recording the practices applied and

the team’s insights into project execution. These studies contributed to understanding

developers’ processes and the main challenges of this application.

Real-world projects are evidence of the lack of defined project processes and that

there are many differences between an AI project and traditional software development.

Uncertainty in AI development and in defining how to interpret business requirements

causes the team to define its development methodology as it evolves, i.e., following the

project’s demands, without applying a formal methodology.

Compared to the extensive amount of literature generally related to software engineer-

ing, the small number of studies addressing SE specifically for ML/AI is evidence of the

lack of ongoing examination of technology companies in general, and of startups in par-

ticular. However, these studies are necessary for understanding the impact of SE practices

on AI projects.
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2.3.6 Gaps in research on AI software engineering in startups

AI development, at its roots, is software development. Yet the particularities of AI war-

rant further investigation of AI development in the broader context of software engineer-

ing (Hoda et al., 2018; Khomh et al., 2018).

Reviewing the studies presented in this chapter, we identified gaps in the research on

applying agile methodologies to AI software development. Despite an extensive amount

of related work on each field, addressing the shortcomings within the intersection of these

fields can contribute to expanding understanding of the phenomenon.

• Despite the existence of works on the topics of traditional software engineering and

AI development, there are few studies addressing quantitative and qualitative anal-

ysis investigating the correlation between them. Considering how relevant to the

market AI development has become over the past few years, further investigation

of SE practices related to AI development can be of interest to many technology

companies.

• Several studies propose new methods for defining requirements, testing, debugging,

and deployment, among other activities. These methods are usually tested in a very

particular context to demonstrate their contributions. However, it is important to

validate the behaviour of these methods in different contexts such as startups.

• There is work that addresses the contributions of and challenges to the application

of software engineering principles for the development of AI systems. Analysis of

these contributions can help strengthen their validity and applicability. However,

doing so requires further empirical investigation.

• In the past few years, there have been some advances in investigating SE practices

related to AI projects in startups. However, these investigations remain limited and

can be expanded by studying the use of well-known agile methodologies such as

Scrum, which would benefit the growing number of startups working in AI systems.
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This thesis aims to fill in some of the gaps in the literature on software engineering

in the context of technological entrepreneurship. We anticipate that our contribution will

add relevant scientific insight helping researchers as well as software development stake-

holders to understand the behaviours of AI development teams. For teams, we expect that

these insights will contribute to the performance of their daily work.

Moreover, we surmise that the insights gathered from this thesis and informed by the

review of literature presented in this chapter can assist AI startups with the adoption of

agile methodologies for product developments.

2.4 Conclusion

This chapter presented the literature review supporting this research. The literature review

was divided into two sections. The first section presented the theory for software develop-

ment and software engineering processes, highlighting methodologies based on the Agile

philosophy. The second section discussed the application of software engineering tech-

niques in projects for software development of AI systems. The section investigated the

challenges in such projects and how teams used SE to develop AI software and applied

these techniques to startups.

Overall, our analysis of literature highlights a dearth of research (Klotins et al., 2016;

Singla et al., 2018; Zhang et al., 2020) providing insights on the contributions of agile

methodologies to the development of AI products and services in startups, thus motivat-

ing our research question. In the next chapter, we outline the research methodology to

empirical approach to study our research question.

58



Chapter 3

Methodology

3.1 Introduction

This chapter presents our research framework and the methodology applied in this re-

search.

In the first section, the research framework presents our research question and explains

the elements that motivate the adoption of a qualitative approach. We then introduce the

elements that embody our empirical approach: unit of analysis, conceptual framework,

and quality criteria.

The second section details our research methodology. The section outlines the main

steps of qualitative research and our data collection and analysis procedures.

3.2 Research framework

Our phenomenon of interest sits at the intersection of three topics: agile methodologies,

AI development, and startups. Our objective is to increase our understanding of the phe-

nomenon of AI systems development in startup companies through the adoption of an

exploratory research perspective. Our research question aims to evaluate contributions

that the first element - agile methodologies - can bring to the second element - the effort



to develop AI systems - when applied to the third element - startups. We acknowledge the

possibility that startups may not be applying formal methodologies, or agile principles.

In these situations, we posit that the ability to compare AI development processes within

companies that apply formal methodologies, against those in place in companies that do

not define formal processes for software development still has the potential to inform

knowledge on the topic through principles of cross-case comparison.

In the following sections, we present our research question, the unit of analysis, the

conceptual framework driving our empirical investigation, as well as the quality criteria

for our research.

3.2.1 Research question

Agile methodologies are already consolidated processes within software development

companies, with proven positive results within development teams. Literature highlights

benefits of these methods, including quick delivery of artefacts, improved productivity,

higher degree of product quality, and overall customer satisfaction.

These methodologies are especially suitable for startups. These companies face a high

degree of uncertainty, especially when they are in their early stages, a phase characterized

by product experimentation and market testing. Agile methodologies provide principles

for early delivering and fast failure, and running short sprints, thus in principle allowing

startups to validate the acceptance of a product by their customers in a reasonable time.

The development of traditional software focuses efforts on the production of code and

quality assurance. In opposition, AI development focuses on tasks to prepare data and

train models. In AI, delivering working code becomes less relevant than delivering models

that produce valid output data. The specificity of AI development demands processes that

are able to deal with data and models to assure the same quality that classic processes

provide for algorithms.

Indeed, our literature review showed that the AI development process is notoriously

different from traditional system development process. Activities in classic software de-
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velopment life cycle guarantee that written code is consistent with requirements and ex-

pected quality criteria, helping teams to deliver code with less bugs. In classic SDLC,

there is little concern in activities such as data versioning and data testing. In opposition,

the AI development process focuses mainly in testing data. Coding algorithms becomes

a minor activity in AI development life cycle compared to the effort to train models and

validate data.

Our literature review showed that there are challenges inherent to AI development pro-

cesses. Among these challenges is the need to deal with data used to develop AI models.

The challenges also include uncertainty caused by the non-deterministic characteristic of

the results produced by AI models. These challenges are added to challenges caused by

natural business uncertainties within startups, making the AI development process ex-

tremely complex inside these companies.

Therefore, application of agile methodologies seems appropriate to meet startups’

software development needs. However, considering that the efforts to develop AI systems

commercially are recent, there is little research empirically supporting this argument. As

seen in our literature review, few studies have been undertaken to validate whether agile

methodologies are appropriate for AI system development.

Our research question is therefore:

"What are the contributions of agile methods to the management of artificial

intelligence development projects in startup companies?"

3.2.2 Unit of analysis

In the context of AI projects, we identify project teams as our main candidate potential

unit of analysis. Project teams are closely related to the phenomenon, considering that

they are directly involved in AI development. Team members can provide evidence on

the development processes in place and their characteristics with regards to the use or the

tailoring of methods.
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Considering the usual small size of startups (e.g., two to four members) (Andrews

et al., 2014), the project team is typically composed of the company’s core employees. In

many cases, startups focus on the development of a single project at a time. Even com-

panies with multiple projects usually execute them sequentially due to a lack of internal

resources, thus generating a single product at a given point in time. Thus, we can asso-

ciated project teams and startups themselves as similar. For the purpose of this work, we

consider startups (i.e., teams) as our unit of analysis.

The selection of the unit of analysis for our research considers the following criteria:

• Teams are members of technology startups;

• Teams are currently developing, or have developed in the past, an AI-based system;

• Teams claim to have adopted some form of agile method to structure their develop-

ment process.

Although our focus is set on teams that already have applied agile methods, we also

surveyed teams that did not yet apply agile methodology. This was done to have a form of

control group enabling better informed cross-case analysis. In addition, this contributes

to assess the relative degree of adoption of agile methods in AI startups based on a small

albeit representative sample of companies operating in this domain.

3.2.3 Conceptual framework

Our conceptual framework (Figure 3.2.3) considers that the software development pro-

cess sits at the intersection between agile methodology and AI system, which are object

of development process. We analyze this intersection in the context of startups. More

prominent and older companies, even those with AI-related projects and software devel-

opment not directly related to AI, are not targeted here. Our study focuses on two aspects:

constraints that impose challenges to AI system development and processes that startups

apply when running AI projects.
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Figure 3.1: Conceptual framework

AI development deals with a set of constraints inherent to this type of system. AI de-

velopment needs to deal with uncertainty during execution of several experiments, which

usually having unknown data volume and unpredictable ending time. It is not rare that

data acquisition and data management take a significant portion of the time and effort

within a project. The technological choices made by startups can also influence the exe-

cution as well as the outcome of the project.

The knowledge constraint in our conceptual framework focuses on how participants’

expertise affects the execution of AI projects. This can influence important aspects of the

project such as deadlines.

Apart from team characteristics, our conceptual framework considers the development

process perspective, in which AI project teams need to define practices, metrics, and

tools suited to AI development. Our research analyzes the adoption of agile practices

in startups and the contribution of those practices to the execution of an AI development

initiative. We also evaluate the importance and the benefits of project metrics in AI project
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management. Finally, our explores technical aspects of AI projects, examining the tools

used to support development and management tasks. Such analysis needs to consider the

existence of tools for general purposes, which fit all teams and projects, and the existence

of tools that depend on the type of AI being developed.

3.2.4 Quality criteria

Our quality criteria are inspired by the principles of post-positivism (Patton, 2014). Our

quality criteria considers credibility, transferability, dependability, and confirmability.

Patton recommends data triangulation between the main data source and secondary sources

as a mechanism for data validation. In a case study, the main source can be responses to

interview questions and secondary sources can be documents and exchanged messages.

In our study, we did not expect to find many documents within companies to use in a

triangulation analysis, considering that agile methods reduce project documentation to a

minimal level and that startups often focus on development effort at the expense of exten-

sive documentation.

The boundaries of our research are clearly defined and informed by theoretical as well

as convenience sampling. We selected startups currently operating in Montreal, Canada

as our main terrain for empirical investigation. Montreal offers the advantage of being a

central hub for AI companies, and AI startups in particular (Montréal International, 2020,

p. 8). We contacted companies to engage their active employees. In some instances, we

consider that former employees of these companies can be considered valid respondents

whenever they are available. Considering that our sample size is small, when compared to

the overall population of startups in Canada and other countries, we understand general-

ization of our results faces constraints. That said, we expect that our research contributes

providing a reproducible framework, which can later be applied to a wider number of

software development enterprises.
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3.3 Methodology

Our research adopts a qualitative approach using multiple case study framework (Eisen-

hardt, 1989). Qualitative research was designed by social scientists to study complex so-

cial phenomena involving human actors. Such phenomena are sometimes too complex or

extant knowledge is too limited to approach them using quantiative approaches. Quality

research data are words and images instead of numbers, as is in quantitative research. It is

possible to combine qualitative and quantitative approaches to understand the processes

and technical and human development teams’ behavioural aspects in software engineer-

ing. Qualitative research can add layers of analysis to explore details that quantitative

research only summarizes (Seaman, 1999).

Case study is a research approach that tries to understand dynamics within a single

configuration (Eisenhardt, 1989). It can involve single or multiple cases. Case studies

can investigate multiple analysis levels, observing cases from a broader or a narrower

perspective. For example, we can analyze cases from companies’ outside, compiling

industry point of view. We can also analyze multiple cases embedded within one single

company, obtaining a deeper understanding about a phenomenon while controlling for

variables specific to the context where the phenomenon is investigated. Case studies

can combine data from multiple sources such as archives, interviews, questionnaires, and

observations. Case studies can be used to accomplish several goals such as providing rich

descriptions, testing theories, or creating new theories.

In our study, the analysis of multiple case studies is indicated as intended to obtain

a vision of a collective of companies. The analysis of multiple case studies expands our

research sample, enabling a more comprehensive data collection, contributing to general-

ization. Comparing data from different cases reinforces the results collected from a single

case, reducing analysis bias considering it is possible to compare results between cases to

confirm the data’s occurrence in more companies.
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3.3.1 Methodological approach

Eisenhardt (1989) guides the execution of case studies by recommending a set of steps

(Table 3.1). The execution of these steps compose a framework to build theory from

case study research. Eisenhardt’s framework moves well in several social research areas,

finding application in a variety of domains as varied as business research (Collis and

Hussey, 2003) and software engineering (Seaman, 1999).

Table 3.1: Process of Building Theory from Cases Study Research. Adapted from (Eisen-
hardt, 1989, p. 533)

Step Activity

Getting Started Definition of research question
Possibily a priori constructs

Selecting Cases Neither theory nor hypotheses
Specific population
Theoretical, not random, sampling

Crafting Intruments
and Protocols

Multiple data collection methods
Qualitative and quantitative data combined
Multiple investigators

Entering the Field Overlap data collection and analysis, including field notes
Flexible and opportunistic data collection methods

Analyzing Data Within-case analysis
Cross-case pattern search using divergent techniques

Shaping Hypotheses Iterative tabulation of evidence for each construct
Replication, not sampling, logic across cases
Search evidence for "why" behind relationships

Enfolding Literature Comparison with conflicting literature
Comparison with similar literature

Reaching Closure Theoretical saturation when possible

The first steps is the definition of our research question and a priori constructs that

we have presented previously and are informed by our review of literature on our phe-

nomenon of interest.

The next step is the sampling of cases for our research. As Eisenhardt (1989, p. 537)

states, theoretical sampling is preferable instead of using a random sampling when build-

ing theory from case studies. Chenitz and Swanson (1986, p. 9) states that, in theoretical

sampling, the sample is "not selected from the population based on certain variables be-
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fore the study, rather the initial sample is determined to examine the phenomena where it

is found to exist. Then, data collection is guided by a sampling strategy called theoretical

sampling." We decided to use theoretical sampling because we needed to collect data from

a specific group of companies where we can observe the phenomenon in analysis–startups

that implement AI development projects.

We initially compiled a list of startups that were potential participants in the re-

search. The choice for Montréal-based startups was made for pragmatic reasons due

to researcher’s proximity and familiarity with these companies. This decision proved to

be correct because the city presents an ecosystem of technology companies for AI that

can be considered representative of general market (Mantha et al., 2019). Considering

recent dissemination of AI projects, the lack of projects adopting agile methodologies can

reduce the number of interview sources. The reduced number of project teams limits our

results and restricts generalization of our findings to a broader number of companies or

to companies with profiles that diverge from startups. Considerations about limitations in

our choices are analyzed in the Discussion chapter.

The third step is the crafting of instruments and protocols. For our study, we sought

to collect rich qualitative data from interviews conducted with team members and project

managers working in AI startups. Although we asked respondents whether documentation

was available, we did not expect to be able to gather such documentation given the often

less structured execution of work in startups.

We opted not to perform quantitative analysis due to insufficient numerical and sta-

tistical assessment data available from our cases. Startups, especially those in the early

stages, tend to not organize their work efforts and not document their tasks in a reliable

manner, lowering the chance to reliably infer insight from the analysis of such data, when

available. In light of these elements, we thus favored an approach focused on the collec-

tion of rich qualitative data using interviews with respondents working in AI startups.

Our research was approved by the Comité d’Éthique de la Recherche (CER). All re-

quired privacy, confidentiality, and voluntary participation protocols were followed.

Participants were contacted via email or private messages. Messages explained our
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study’s objective, the degree of confidentiality and privacy participants could expect, and

the voluntary nature of participation. We also mentioned to potential participants their

ability to withdraw their participation at any time before, during, or after the study.

All company names and personal information have been removed to keep anonymous

participation. Although we collected this data, description of companies were also re-

moved from results because this data enables identification of participating companies.

Data on job assignments such as job titles and roles were collected and grouped for de-

scriptive purposes and presented in the results.

All participants signed appropriate consent forms. Those responsible for their compa-

nies signed a form authorizing execution of our research. Due to the size of the selected

companies, the participant was authorized to assign permissions on behalf of their com-

panies in most cases.

3.3.2 Data collection and analysis

According to Tracxn report1, there were 953 AI startups in Canada in April 2020. In

this ecosystem, Montreal is considered a hub that concentrates many companies, research

institutes, and universities, introducing many talents in the market 2. Therefore, the repre-

sentativity of Montréal in AI market is an indicator that studies within companies located

in the city can provide a relevant overview for AI research.

From the ecosystem of Montreal startups, we selected nine companies that conducted

experiments on AI-related system development in at least one project. In these companies,

we conducted a total of ten interviews with people directly involved in AI projects. Our

data collection method relied on semi-structured interviews, defined as follow:

"a verbal interchange where one person, the interviewer, attempts to elicit in-

formation from another person by asking questions. Although the interviewer

prepares a list of predetermined questions, semi-structured interviews unfold

1https://tracxn.com/explore/Artificial-Intelligence-Startups-in-Canada
2https://startupgenome.com/reports/gser2020
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in a conversational manner offering participants the chance to explore issues

they feel are important (Longhurst, 2003, p. 103)."

We performed the interviews using the interview guide presented in Appendix A. The

guide is divided into four parts:

• Part 1: General company/respondent information. Collects data about partici-

pant’s profile and general structure of companies and their internal projects;

• Part 2: Product development information. Collects data about software develop-

ment process. In this part, we asked participants to keep an AI project in mind and

try to answer questions accordingly to this project;

• Part 3: The methodology. Collects data about application of software develop-

ment methodology inside the company;

• Part 4: Closing information. Collects participant’s general opinion about method-

ologies, using open-ended questions.

All interviews were recorded after obtaining consent from the respondent at the start

of each interview. Interviews were transcribed by the researcher as well as a professional

transcriber who also signed a confidentiality agreement form. The transcriptions were

imported into a case database in NVivo software. The qualitative analysis followed rec-

ommendations by Miles et al. (2014) and Saldaña (2013). According to Saldaña, coding

can be divided into two major stages: First Cycle and Second Cycle. First cycle coding

generates codes assigned to data chunks. Second Cycle coding builds on the resulting

First Cycle codes.

Preliminary analysis in the surveyed data oriented our first cycle coding. For the first

and second cycle coding, we adopted the following techniques described by Miles et al.:

• Provisional coding. This approach begins with a starting list of researcher-generated

codes based on a preliminary investigation. Suggestions might appear within data

before they are collected and analyzed.
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• Holistic coding. This method applies a single code to a large unit of data in the

corpus.

• Descriptive coding. A descriptive code assigns labels to data to summarize in a

word or short phrase.

Using provisional coding approach, we defined a starting coding list with our concep-

tual framework’s constructs and extracting keywords from our interview guide. Coding

is an iterative process where we try to expand or review the codes while remaining open

to the emergence of codes not found in our initial research framework, consistent with

Eisenhardt (1989). We added or modified codes during coding process whenever we

found topics of interest that were not initially defined.

The first coding iteration considered holistic and descriptive approaches. We tried to

summarize concepts found in the interviews that we could later associate with our a priori

constructs.

In the first iteration, we usually selected large chunks of text in a single code for

further evaluation. Appendix B shows our final codebook for the first cycle coding.

As an example to holistic approach, we defined the term Compare-AI-Traditional to

reference answers comparing AI development to traditional software development. We

then associated to larger chunks of text such as the answer from the respondent in Case E:

"I think the non-AI projects, they are easier to finish quickly. So it’s easier to

do small projects that are well scoped and like sometimes I feel like AI they

can be projects from one month to one year, depending on how accurate you

want to be, how deep you want to go, so that’s the changing part with AI. And

sometimes I feel it’s a bit harder to QA as well, so like as I say, just looking

from a customer perspective, does it make sense but it’s really a limited view

of all data. We don’t do data analysis to find what is the actual accuracy and

things like that."
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The next iterations refined the analysis using a descriptive approach, defining terms

that could describe the central idea in smaller chunks of text compared to the previous

analysis iteration. Table 3.2 shows an example of descriptive approach for the analysis of

meetings within teams.

Table 3.2: First cycle descriptive coding sample

Code Respondent Quote

Meetings
3 "Instead of doing everything on a weekly check, we

have a daily stand-up meeting"
4 "We do typically every week, every Thursday we

have a technical meeting"
6 "we have a checkpoint every Monday morning for

review and retro and planning."

The second cycle coding cross referenced data from our first cycle coding efforts

across multiple cases to define second-order codes. These second-order codes helped us

to identify cross-case patterns. Appendix C shows our final codebook for the second cycle

coding. An example of coding in the second cycle is the analysis of the code Developed

custom tools - For AI development presented in Table 3.3.

Table 3.3: Second cycle descriptive coding sample

Code Respondent Quote

Develop custom tools
3 "Well the automation was done by NAME to capture

the data, as in that the user is not loading data all the
time. He created the pipelines."

For AI development
4 "We’re building our own tool for this but we are not

really using any third party tools for that."
5 "We’ve built an analytics engine that this is what al-

lows us to move really quickly."

We expect that the results in our study contribute to understanding which practices

can bring benefits to AI projects and which practices bring issues to these projects. Our

study brings an empirical analysis of development teams’ behaviour inside technology

startups. We expect that our results provide relevant insights for tech entrepreneurs and

researchers.
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3.4 Conclusion

This chapter presented our research methodology. We outlined our conceptual framework,

our unit of analysis, and detailed our data collection as well as analysis processes. In the

next chapter we present our cases and the results of our analysis.
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Chapter 4

Results

This chapter presents the cases as well as the results of our data analysis. The first section

presents the cases profile and respondent demographic data. The second section provides

within-case analysis while the third section presents our cross-case analysis.

4.1 Description of cases

For this study, we interviewed ten people working in nine technology startups in Montreal.

Interviews were conducted between June 2020 and August 2020. The average duration of

each interviews was 42 minutes and 30 seconds. The interviews were all transcribed in a

total of 105 pages.

Table 4.1 presents respondent profiles. The names of the companies were replaced

with an alphabetical identifier to maintain anonymity. All companies were startups in

the technology sector, at an early stage of development; they had been operating for a

maximum of three years, with an average of 2.15 years.

In Case A, we interviewed two respondents. Each worked in the company in different

moments. The data in Table 4.1 for Case A describe the company profile in the time when

each respondent was working there.

Company size is based on number of employees—at least two people and at most

15, with 6.4 employees per company on average. In companies with more employees, a



Table 4.1: Overview of cases and respondent profiles

Case Respondent Number of employees Company age Respondent’s role

A 1 11 3 years Lead data engineer and software architect
A 2 6 1.5 years CTO
B 1 3 2 years CEO
C 1 4 2 years CEO
D 1 6 2 years CEO
E 1 4 3 years CTO
F 1 15 3 years CTO
G 1 2 1 years CTO
H 1 3 2 years CEO and data scientist
I 1 10 2 years CEO

larger group of respondents would be more appropriate as an ideal sample because this

would allow the researcher to obtain a more comprehensive and exhaustive data set for

a given case, allowing for potential triangulation of evidence. For smaller companies,

one representative may be sufficient to provide an overview of a tiny company because

the respondent is often a lone entrepreneur who performs all tasks regarding software

development.

For this study, only one respondent per company provided data, except in Case A,

where it was possible to carry out two interviews. This situation was beyond our con-

trol because interviewees participated voluntarily, and it was difficult to convince startup

companies to engage in this research. We conducted the study during COVID-19 crisis,

when resources were even more strained on their end than they typically are for startups.

Respondent fit in two main roles: CEO (5 respondent) and CTO (4 respondent). How-

ever, respondent 1 in Case A was an exception, stating that he is responsible for a dual

role: lead data engineer and software architect. Among the CEOs, two declared they had

technical assignments at the same level as the CTO or worked in that capacity when the

position did not officially exist in the company. The respondent in Case C observed, for

example, the following when asked who defined the methodology and created the com-

pany’s development process: It’s pretty much me. So I took kind of the role of leading the

team.
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In turn, when asked who was involved in the development of AI, the respondent in

Case H stated: I am the only person who is doing data collection and training ... There is

not another person who is working with me on the predictive model, like me.

Collecting data from people who exercise the role of CTO within startups is natural

and sufficient. This person is responsible for defining technical standards such as which

tools and programming language are used for software development, the form of data

collection, and the architecture of the systems as well as defining system development

processes.

The selected CEOs proved to be suitable for data collection because they were in-

volved with technical functions or actively participated in technical project decisions. In

some cases, even though the CEO provided less data about the development process, his

knowledge of the company’s business and his closer relationship to customers allowed

him to collect information on the correlation between the development process and the

company’s business. All respondents declared themselves co-founders of their respec-

tive companies or, at least, that they had worked at the company since its inception, thus

they were able to provide data on the changes in the company’s processes throughout its

existence.

The operations area of each company was different, providing technology for sectors

such as supply chain, education, and fintech. Each company developed products that

had no commonalities if analyzed in terms of their unique business vision. Within the

analyzed sample, no company could be considered a competitor developing similar or

complementary products. We do not disclose details about the companies’ business and

products to preserve the respondent’s anonymity.

Companies used the three main types of machine learning categories: supervised

learning, unsupervised learning, and reinforcement learning. Two companies were un-

able to determine into which exact area their projects fit. Based on their product profile,

we assumed that they produced supervised or unsupervised learning systems. Among the

other companies, five mentioned practicing supervised learning only, while three out of

ten mentioned practicing supervised and unsupervised learning. Only one of the ten men-
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tioned practicing only unsupervised learning. In addition to identifying their AI product

based on supervised or unsupervised learning, two companies referred to experiments in

reinforcement learning that were not explored any further.

It is curious that the perception of machine learning was confused with the notion of

supervised or unsupervised learning in respondents’ descriptions. This can be seen in the

following comment from the respondent in Case A: We weren’t doing deep learning. Just

regular machine learning.

Similarly, the respondent in Case B commented: I wouldn’t go into AI but at least

machine learning. And, the respondent in Case C added: So instead of using a deep

reinforcement learning to create the decision, we said we would simplify it into machine

learning.

The term at least in the comment from the respondent in Case B gives the impres-

sion that machine learning is a more fundamental area of AI; the respondent in Case B

reinforced this idea by saying that machine learning is a simplification of AI.

Supervised and unsupervised learning are treated as parts of a more traditional form of

machine learning. In contrast, deep learning and reinforcement learning represent more

advanced methods of machine learning and AI. Our analysis took into consideration that

the respondents had only a partial knowledge of the organization of all aspects of AI. The

respondents’ perception that machine learning is trivial indicated the routinization of the

creation of AI products in these organizations.

4.2 Within-case analysis

We analyzed cases individually to obtain a view of each company’s internal processes.

The main points to be evaluated were the methodology (if any) and its evolution, decision-

making process in adopting a methodology, activities performed, tools adopted, use of

metrics, customer participation, meetings and communication, and benefits perceived by

the respondent. In addition to the above, we analyzed the respondents’ challenges in de-

veloping AI and the uncertainties caused by engaging in AI or by natural experimentation

76



with the business model.

4.2.1 Case A

Two respondents from Case A agreed to take part in this research. The respondent 1

played a more recent role in the company; the respondent 2 described the company at an

early stage in its development. Each respondent had a different viewpoint, which made it

possible to compare the company’s initial moments with more recent ones.

Projects

The respondent 1 in Case A worked with multiple projects occurring in parallel, usually

two or three simultaneous projects. Eventually, the efforts of the entire team were con-

centrated on executing just one project. The respondent 1 in Case A mentioned the effort

dedicated to working in the sprints of a bigger project.

The respondent 2 in Case A explained that project duration is usually relatively short;

small projects range from three or four days to one week, while larger projects last around

one month. Respondent 2 estimated the average duration of projects to be two weeks.

Respondent 2 in Case A described a more granular approach compared to the different

times I had used an Agile methodology with other companies.

Team

• Skills. The team had a mainly technical profile; most members had technical skills.

The respondent 1 in Case A described a team with well-defined functions based on

their competencies. The respondent 1 in Case A mentioned two people working

directly with data preparation and developing AI models.

The respondent 2 in Case A did not specify details about the team’s technical skills.

Thus, it was impossible to infer how many people participated in activities directly

related to AI development.
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• Expertise level. Respondents did not provide any details about their team’s exper-

tise level.

• Project distribution. Tasks were distributed by the team according to level of

knowledge; each member took on tasks for which he had more technical affinity.

Collaborative work took place among at least some members of the team. It was

common for team members to assume several tasks simultaneously, with several

tasks shared among team members.

Methodology

• Iterations. The development process was considered iterative. The respondent 1

in Case A described an agile methodology where they work in weekly iterations.

The respondent 2 in Case A did not explicitly define performance in sprints but in

projects that were considered analogous to sprints of agile methodologies. These

projects occured in durations similar to that of a sprint.

• Activities. The most regular sequence of activities within the development process

were the following steps:

1. Planning and requirements definition;

2. Gathering data;

3. Developing features;

4. Integrating into the main application;

5. Delivering features.

The same methodology was applied to all projects within the company. However,

stepswere described at a high level, with little detail about the procedure for exe-

cuting each activity.

• Meetings. Given certain practices suggested by most agile methodologies, the team

routinely ran planning and project monitoring meetings. Planning meetings were
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quick and superficial. The team defined an initial view of the requirements and

which data sources met them. When necessary, the team also defined the computa-

tional resources to be obtained to perform tasks. Planning meetings were restricted

to project respondents and did not necessarily involve all members of the company.

Throughout the project, the team held daily meetings similar to daily Scrum meet-

ings. These meetings were short and directed toward information about what was

done, what will be done during that day, and the restrictions preventing the job from

being concluded.

• Tools. Repondent 1 in Case A mentioned adopting several technologies in their

projects. Among the tools mentioned were Github, Linux, Python, Anaconda,

Amazon Web Services (AWS), Docker, Kubernetes, and the PostgreSQL, Mon-

goDB and Neo4J databases. Most of the tools described supported development

and production activity. Although not straightforward, Docker and Kubernetes are

used in DevOps tasks, indicating their involvement in constructing an automated

process for publishing production software. Github is used primarily for version

control and has features that can assist in managing project tasks.

Adoption of these resources for management purposes was not explicit in the de-

scription given by the respondent 2 in Case A. The respondent 2 in Case A did not

mention adopting specific tools for managing the development process.

• Metrics. The main metric cited by the respondent 1 in Case A was time. As men-

tioned, the company considered it important to have fast deliveries. The respondent

1 in Case A commented that something gets done more often more important than

if it gets done in the best way possible. Thus, it was possible to infer that delivery

speed was more important than ensuring the quality of the product.

Decision process

The respondent 2 in Case A described two aspects of the decision-making process. The

first aspect concerned decisions about conducting projects and defining the features to be
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built. The second aspect involved definitions concerning the methodology to be adopted

in conducting the projects.

In Case A, the respondent 2 explained the method that defined functionalities to be

created in a project: It is generally decided early on by the co-CEOs and then it is worked

on separately. We observed that the team had little or no participation in determining the

features to be developed in the project. In addition, the respondent 2 in Case A continued:

And then it is not explained too well what causes communication issues. This comment

indicated the need for greater team involvement in defining requirements.

In regard to defining development methodology, there was more sharing during the

decision-making process. The respondent 2 in Case A commented, more than once, that

the process that we came up so far is a natural occurrence that we sort of went does it nat-

urally. and that it is just a natural process that we come across. These comments showed

that development methodology was built by the team and emerged as a natural way of

working based on the team’s experience. The respondent 2 in Case A also commented on

the company’s process: I would say it is very close to Scrum or Kanban. Analyzing both

of these statements indicated that agile methodologies, such as Scrum and kanban, were

built using a natural process in executing system development activities.

Challenges

The challenges in building AI described by the respondent 1 in Case A related to data

treatment. The respondent 1 in Case A cited uncertainty in data acquisition as a risk

factor for projects. A second factor was the lack of computational resources needed for

processing when the available data were enormous.

The main challenge cited by the respondent 2 in Case A related to communication

difficulties. He mentioned that the requirements were defined exclusively by the CEOs

and were subsequently dealt with individually within the team, leading to communication

problems.

A second aspect that was raised about communication was the difficulty caused by the

difference in levels of knowledge between non-technical and technical members of the
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team. This difference lead to bilateral difficulties in transmitting information concerning

requirements as well as data and implementation resources, and caused problems in the

definition and execution of development methodology.

Customer involvement

Customer participation in agile projects was essential in simplifying requirement specifi-

cation activities. In some agile methodologies, such as Scrum and extreme programming,

it was recommended that the customer be brought into the team to contribute to defining

requirements. A customer integrated into the development team can speed development

by promptly providing information and remove doubts.

The respondent 1 in Case A raised the issue that a young startup did not have cus-

tomers to involve in projects. The goal in its first year was to develop a product that the

company then tested in the market. Defining the product came mainly from the team’s

ideas based on information about the market. The team worked with potential customers

from whom it asked for feedback on the built features. The response from potential cus-

tomers guided the execution of sprints. Development of a feature was completely modi-

fied if it was proven to be useless. Or, a sprint was extended to produce a feature that was

of value to the customer.

The respondent 2 in Case A reported a similar situation. Customers were only in-

volved in the project’s initial and final phases; they were not routinely involved through-

out the development phase. In the initial phase, the client presented a list of features he

wanted to see developed. The CEO played the role of the product owner (PO), represent-

ing the customer in defining the product. However, even the CEO had little interaction

with the customer throughout the project. The developed features were presented at the

end of the project and validated by the client.

81



Uncertainty and changes

Uncertainty caused by the changing nature of a startup’s business model was also seen as

a challenge by the respondent 2 in Case A, who reported, Not being able to see the entire

picture is one of the problems that I seem to face quite often. This lack of a global vision

about the product to be built and the project’s goals influenced the team’s decisions.

Uncertainties also occured due to technical difficulties encountered working with the

data. When starting a project, the team did not have complete knowledge of what data

would be needed to build functionalities or how to collect and treat data.

An environment with a high level of uncertainty leads to constant changes. In addition

to difficulty working with the data, the respondent 2 in Case A mentioned that, on several

occasions, the team changed the direction of a project because there was a lack of data to

support it or the necessary resources were unavailable.

Benefits

For the respondent 1 in Case A, applying a methodology seemed to indicate a certain

degree of influence on the team’s productivity. A contributing factor was the lower level

of granularity defining project activities, preventing people from staying focused on their

tasks.

The methodology also contributed to communication between team members. The

respondent 1 in Case A considered communication important because there was a need

for interaction between people involved in activities relating to AI and people involved in

collecting data and developing the system that used AI models.

The respondent 2 in Case A confirmed that the team was highly productive; how-

ever, he did not specifically mention the reasons contributing to their high productivity.

Nevertheless, this indicated that efforts guided by a methodology made one’s work more

flexible, and reproducable when necessary. This ability to be flexible made one’s work

more productive.

The respondent 2 in Case A considered the options of breaking the product into
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smaller pieces and building it in iterations to be possible and beneficial. He added that

having specialists working on specific parts of the project was essential and contributed

to the overall product.

Additional insights

A point worth noting in the interview is that the work was still very much supported by

individual efforts, even though it already had a defined methodology and a medium-size

team. There is inherent risk when knowledge is concentrated in a single team member;

problems can result if that member is absent for any reason.

Observing the process descriptions given by the respondents 1 and 2 in Case A, we

noted that the process evolved little over time. Even with an increase in team members,

the sequence of activities, execution of planning, and follow-up meetings all retained the

same format.

4.2.2 Case B

The company analyzed in Case B developed a device for data collection. The team applied

AI algorithms to analyze the collected data. In Case B, the interviewee was the CEO of the

company. He was the creator of the project and participated in developing the hardware

used to collect data but had little participation in AI model development.

Projects

The company worked on two projects to develop two different products. The respondent

considered it essential to concentrate on developing a unique product in the company’s

first or second year due to the scarcity of development resources. Therefore, the team was

working on only one project, putting the second on hold. The respondent considered a

project to be the development of a complete product. Thus, a minimal product must be

composed of a hardware device, the software that controls it, the AI models, and a cloud

system capable of displaying the processed data.
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Team

• Skills. The team consisted of the CEO and an engineer who participated in the de-

velopment of the device. An AI engineer developed the machine learning models.

Part of the work was outsourced through partnerships with research groups at uni-

versities or by hiring temporary interns. There was also a technical specialist in the

business domain responsible for validating the generated data.

• Expertise level. Team members’ levels of knowledge ranged from engineers highly

specialized in the technology they developed to interns who were considered to

have a beginner’s level of knowledge. External collaborators were also considered

to have had a high degree of knowledge because they were researchers.

• Project distribution. Although the company concentrated its efforts on developing

only one product, the respondent reported assigning specific features to outsourced

employees. However, the respondent did not consider these requests to be indepen-

dent projects despite the understanding that they each had different deliverables.

The respondent in Case B considered his knowledge to be limited concerning for-

mal methods of development and project management. This level of knowledge

resulted in poorly organized activity distribution and development management.

Methodology

When questioned about adopting a development methodology, the respondent in Case B

stated: I haven’t installed a methodology other than taking courses, and other than saying

"I am going to educate myself into business, educate myself into AI, educate myself into

hardware". But other than that, I don’t have a specific methodology because there is so

little of us.

In the perception of our respondent in Case B, adopting a methodology is unnecessary

when the team is tiny (three members). We noted that, in Case B, the respondent did not
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define work strategies by iterations, development or even test execution, nor was there

any mention of a strategy for managing outsourced work.

• Activities, Iterations, and Tools. Due to his lack of knowledge of AI activities,

the respondent could not inform us about tools used in the system’s development.

Regarding project management, the only tool reported was the use of notes on post-

it stickers. These stickers are usually used to record backlog items rather than to

track ongoing activities. Concerning tests, the respondent in Case B presented a

strategy for validating features that used a specialist in the business domain. There

was, however, a person routinely involved in validation activities.

• Meetings. Due to the team’s size, the three members were in constant contact,

which allowed everyone to keep up to date on the project’s progress. Internally,

communication was not considered a problem. However, the respondent com-

mented on having difficulty going over requirements and validating results with

external teams working on outsourced activities. He mentioned a gap in alignment

between academic goals, usually focused on publishing research results, and the

company’s practical goals of building the product.

• Metrics. The respondent in Case B recognized that the company did not use met-

rics for project management. He considered metrics important mainly because they

provided a more objective and simplified view of the product. In addition to facili-

tating monitoring by the team, this information was important when presenting the

company’s project to potential investors and other stakeholders.

Customer involvement

The respondent in Case B stated that customers were involved with product development

only at the design stage. During the development process, however, we noticed the direct

involvement of a customer who provided resources and physical space for testing devices.

A second person, a specialist in the business domain, frequently performed product vali-
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dation and presented suggestions for improvement. This second person can be considered

a customer representative because he had a level of knowledge and a vision of the product

which are compatible with that of customers.

Challenges

We can extract three challenges mentioned by the respondent in case B:

• The need to coordinate work with teams external to the company to optimize the

results delivered by them;

• The need to work with reduced resources to develop systems that can be considered

complex;

• The need to develop products, and especially results provided by AI, that are ex-

plainable and easily understood by customers who are not computer literate.

Uncertainty

Unlike the other companies investigated here, Case B had a specific product that was

niche-targeted. The target audience and the product were well defined. There was little

room for variation in its business model. This firmness in the business model helped to

reduce the uncertainties inherent in startups.

In this case, the environment of uncertainty was caused mainly by the engineers’ ig-

norance of the business domain. On the one hand, they were highly skilled in software

development; on the other, they initially needed to be trained to understand business pro-

cesses in order to better target system development efforts.

Benefits

The respondent in Case B considered it of little use to adopt a methodology with teams

of up to three people. In his view, adopting a development methodology is more relevant

when working with a larger team, between five and seven members. As the team grows,

86



the project manager’s role is justified when adopting tools for process automation and

including others in the project.

The respondent in Case B highlighted the importance of metrics—even in the early

stages of the project—to give visibility to the maturity level of the product.

Additional insights

The respondent in Case B highlighted the importance of having qualified people for each

activity. Thus, he mentioned that the team’s knowledge influenced results and that an

experienced project manager can better guide the work.

As a second aspect of team knowledge, he reiterated that the engineering team needed

to understand the client’s business operation better to be able to deliver more quality

products.

4.2.3 Case C

The respondent in Case C is co-CEO of the company. This startup did not have a formally

designated CTO. Thus, the co-CEO performed management and product development

assignments, including activities related to building AI models. According to the busi-

ness model, machine learning and deep learning models were used to optimize customer

processes.

Projects

The definition of a project within the company was strongly linked to meeting customer

demands. The startup aimed to develop a generic product that could be offered without

change to many customers in the same market. To meet this goal, the company assumed

that customer demands in the same niche were very similar. Thus, a solution created to

deal with a given customer could be generalized to the others.
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Team

• Skills. The technical team had three members—two founders and one contrac-

tor—who had competence in systems development and machine learning. A fourth

member complemented the team’s competence with necessary knowledge concern-

ing the client’s operation mode.

• Project distribution. The entire team participated in the same project, each mem-

ber playing a role according to his skills. The respondent in Case C was responsible

for coordinating product development and defining the development process.

Methodology

The respondent in Case C mentioned that he adopted a methodology based on Scrum.

According to him, The thing that works best for us is similar to Scrum. In his view, he

adopted from Scrum methodology what he considered acceptable practice in his company.

• Activities. When questioned about activities performed in the development pro-

cess, the respondent in Case C described a process most similar to the lean startup

process. That roadmap for building a product involves four steps:

– Ideation and elaboration of requirements based on the prior knowledge of the

team;

– Construction of a prototype or MVP;

– Validation and customer feedback;

– Pivot or persist. The respondent in case C described a situation in which the

operational costs for adopting the product and the difficulty in obtaining the

necessary data forced the team to pivot.

• Iterations and meetings. The respondent in Case C described iterative work based

on products validated by customers. The work was distributed in three-week iter-

ations. According to Scrum methodology, the respondent in Case C described the
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execution of daily meetings to monitor the project: as in can we reach, like if my

goal is to reach the end result in nine weeks, I will develop it in three weeks in three

projects, internally.

• Metrics. The metrics that were used to track project progress were machine learn-

ing performance metrics. Therefore, the team considered the quality of collected

data and of the results generated—measured by the predictive models’ accuracy—to

be indicators of whether to move forward with the project. The team defined incre-

mental values of the metrics as the iterations proceeded. The respondent in Case C

measured the project’s success by the customer’s approval of the delivered product.

If the client found the delivered data and results useful, the team considered them

validated and the project successfully completed.

Customer involvement

The respondent in Case C described low involvement of customers to the projects. As he

stated, ultimately when you are working with a customer, the customer says “do whatever

the hell you want to do, show me the results”. Customers were involved only in the

validation phase, providing feedback on the usefulness of the features and data. In Case

C, the team is responsible to define funcionality requirements.

Challenges

The respondent reported two challenges in developing AI systems. The first related to

algorithm complexity; the second was obtaining data that supported the algorithms. An AI

solution that used more complex models such as deep learning and reinforcement learning

had a very high development cost, requiring resources not available in the company. In

addition, changes that needed to be introduced into the customer process, which were

necessary for the IA system to work, added costs that customers needed to be convinced

to bear. Beyond that, data gathering could be challenging to execute within the time frame

required for algorithms to process data and produce useful results.
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The way that was found to solve these difficulties was to reduce the scope of develop-

ment, working on more simplified models of machine learning that demanded fewer data

and less processing resources, besides being easier to implement.

After software development, the company found it challenging to convince customers

of the added value of AI. Customers were skeptical about realizing the benefits of using AI

algorithms which, in turn, are difficult to understand because results are usually presented

without explaining how they were obtained. The company then needed to justify the

additional costs for AI development and convince the client to invest in that development.

Benefits

We noted that the respondent in Case C managed projects with stability. The applica-

tion of a Scrum-based methodology made the development process more organized, even

when working with small teams.

Additional insights

The respondent in Case C considered AI to be just another software tool for solving

customer problems. The differential concerning other tools was the need for highly spe-

cialized people, increasing costs for hiring personnel.

4.2.4 Case D

The respondent in Case D was the company’s CEO. Beyond business management, he

participated in activities relating to product research and development. He considered

himself to have little knowledge of project management.

The technology developed was related to computer vision. The respondent described a

project to detect objects from images generated by equipment developed by the company.
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Projects

The team worked on three-month projects, on average. The respondent claimed to find it

challenging to divide projects into shorter iterations because of the team’s size.

Projects were distributed individually. The project’s scope was defined and assigned

to a team member responsible for carrying out the whole project.

There is a prioritization of projects in which the functionalities defined by customers

and to meet the construction period of the product as foreseen in the company’s roadmap.

Team

The technical team was composed of four members; the CEO was a part-time respondent

in technical activities. The CTO was mainly responsible for developing AI algorithms.

A software engineer was responsible for developing software that integrated into the AI.

The other members worked in research and development activities.

Methodology

The working methodology involved the following steps:

• Define customer functionality and product backlog;

• Plan scope prioritization and project timeline;

• Develop functionalities;

• Execute testing;

• Validate deliveries with the customer.

The work process within a project was informal since one member was responsible

for executing the entire project.

The respondent in Case D stated that he had little experience in project management,

indicating that he intuitively performed this activity. The respondent in Case D knew the

Scrum process; however, he did not apply it at the company. He commented that adopting
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pure Scrum was insufficient to meet the needs of AI development and that it was necessary

to build a more targeted methodology for AI systems.

The team performed project tracking in weekly or fortnightly meetings. These meet-

ings defined functionalities prioritization, development progress, and blockages. The re-

spondent in Case D believed that project management tools did not apply to AI develop-

ment because, in those projects, it was difficult to estimate a timeline.

Project tracking metrics relate to the performance metrics of machine learning models.

Generally in a project, the team defines a goal to reach an ML model’s accuracy. The team

tracks work progress according to this metric’s achievement, advancing the stages as they

reach the desired value.

The AI engineer executed all the activities for development and testing, with less

contribution to the project by other members of the team. The respondent in Case D

recognized that the company needed to use more automated testing tools, which showed

little or no execution of acceptable practices for agile methods such as unit testing or

continuous integration.

The respondent in Case D developed automation tools internally; he was building a

pipeline for the automation of machine learning model training. The team also developed

a tool to label the training data. The respondent in Case D recognized that he had no tools

to automate the tests, although he acknowledged the need to use such tools.

Customer involvement

Customer participation was prominent in the functionality definition and validation phases.

The team held bi-weekly meetings with customers to present the features developed and

get feedback. Customers submitted suggestions for modifications or new features that

were incorporated into the product backlog for further prioritization.
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Challenges

The respondent in Case D mentioned that, in AI development, the main challenges were

related to training the machine learning models. Execution of machine training required

a considerable amount of time and computational resources, not always available in the

company. In addition, availability of data in the company’s application domain was low,

which compromised machine training results since this activity demanded the use of many

data.

The experimental character of AI was also cited as a challenge. Much of the ma-

chine training activity went through parameter setting and model architecture adjustments.

These activities were done through experiments using trial and error methods. In this ex-

perimental scenario, it was difficult to measure the time necessary for execution and to

forecast which results would be achieved. The respondent in Case D said that the main

difference between a traditional software project and a project involving AI was the diffi-

culty in estimating a reasonable project timeline.

Uncertainty

From the point of view of the respondent in Case D, an AI project had more uncertainty

than a traditional software project. Consolidation of traditional software development

was done in the market. In these projects, the mechanisms for development were known;

therefore, it was easier to estimate the development timeline. In contrast, AI is a new

technology and a research area to be explored, with many variations and possibilities for

experimentation. Its experimental character is a factor that contributes to this uncertainty.

Benefits

The respondent believed that it is necessary to propose a methodology specifically for

the development of AI systems because the existing methodologies cannot deal with the

uncertainties inherent in training machine learning models. He also mentioned that au-
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tomating the training process can reduce task execution time and thus improve team pro-

ductivity.

4.2.5 Case E

The company used AI and advanced analytics for smart predictive and prescriptive main-

tenance of mobile equipment.

Team

The respondent in Case E was the company’s CTO. He and a second software engineer

were responsible for all product development, including supervised and unsupervised ma-

chine learning models. In addition to the technical team, two others who worked in de-

veloping the business completed the team.

The members of the engineering team had experience in the development of computer

systems. The CTO alleged specific knowledge in the business domain in which the com-

pany operated. He also mentioned that the second engineer had long-term experience in

software development projects.

Methodology

The team executed projects in sequence, with both team members working on all projects.

The team ran methodology for machine learning development in three steps:

• Data assessment – selecting the best data to feed the models;

• Model training and testing – running several algorithms;

• Result assessment – validating the model that was the best solution to a given prob-

lem.

Iterations were always executed within a defined number of hours that remained con-

stant for all iterations. All activities must be executed within this time frame. Each
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iteration addressed a customer’s business need. The success of an iteration was defined

by delivering a product that made sense to the customer. If the iteration duration was

insufficient to complete the product, the product was discarded and the iteration was ter-

minated. In rare exceptions, the team ran a second iteration to complete products that

required more significant effort.

The team performed weekly meetings to track and review projects. Throughout the

week, the duo worked in constant communication. Customers were involved in bi-weekly

meetings for product review and alignment of expectations.

The method for development and testing followed the basis of the AI development

life cycle. Thus, the team performed the training, testing and validation steps to build ML

models without adding additional methods.

The team in Case E developed a tool for executing machine learning models that

the team deemed quite efficient. It was an analytics engine that could receive neural

network architecture and adjust the hyperparameters automatically. Using this tool, the

team reduced the time for hyperparameter tuning and assessed more results than usual

during the iterations.

Design success was measured by delivering a product that the customer considered

useful, without considering additional metrics throughout the project. The team consid-

ered that a useful metric was running the project within the fixed hours of an iteration.

Challenges

The respondent in Case E mentioned two challenges in implementing AI. The first related

to data processing. The team needed to increase the hours of iterations because the time

dedicated to data processing was insufficient.

The second challenge concerned expectations regarding AI. Customers had very high

expectations about what AI can deliver; at the same time, they had difficult understand-

ing the number of resources needed to develop it. This conflict lead to communication

problems between the team and its customers.
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Benefits

The respondent considered adoption of a methodology to be fundamental for the success

of projects. He stated that his team had significant software development experience; for

them, the application of a methodology was a natural behaviour. He compared his team to

less experienced or beginner teams that usually work without a method, which increased

the effort required for projects.

Additional insights

The respondent in Case E also commented on the need for excellent knowledge in the

business domain. He mentioned experts who developed very efficient algorithms and

worked well on data but failed to apply their algorithms to his company’s devices. He

soughtto solve this gap through good communication and reinforced how important it is

that those involved in product development comprehend the business domain in which

they are working.

4.2.6 Case F

The respondent in Case F was the company’s CTO. The startup had a team of eight soft-

ware developers, five working full-time and three working part-time. An AI engineer

and a part-time developer worked on data processing and AI development activities. The

remaining team members worked on traditional software that integrates with AI systems.

Projects

The respondent in Case F deemed that there was one main project that was subdivided

into smaller projects. These smaller projects were conducted individually. Each soft-

ware engineer and AI engineer worked on only one project at a time. Periodically, some

members shared the tasks in a project only to keep the team motivated.

The company deemed that the main project was never complete. This conception

avoided the commonly accepted idea found in the literature (Guide, 2001), that a project
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must have a finite duration. Each subproject was a task of the main project. The tasks

usually lasted a month, at most. The team worked using the concept of sprints, with

three-week iterations. Within this period, the team executed all development, testing and

validation activities, and the developer sought to deliver a complete solution.

Methodology

The respondent claimed to be responsible for defining the development methodology

adopted within the startup. According to him, an agile methodology was sufficient be-

cause a team of eight members is considered small, which did not justify the adoption of

more complex processes. In small teams, activities should be carried out on an ad hoc ba-

sis. Therefore, he selected relevant practices from agile methods, incorporating those that

contributed to the team’s work. The respondent in Case F considered a custom approach

more useful than adopting one full methodology.

The team met every three weeks to plan the sprint. They met every week to track

project progress.

The respondent in Case F used team velocity as a metric for project planning and

monitoring. Having their velocity measured, the team could estimate the effort for each

sprint. This planning was similar to estimates using planning poker or three-point esti-

mating techniques, with the team meeting to estimate tasks together.

Velocity was also used to measure team productivity. The respondent commented that

a small team’s productivity is difficult to measure since any absence can significantly alter

productivity.

Customer involvement

Customer participation in the project took place exclusively through interaction with a

product manager, a role analogous to Scrum’s PO. The product manager was responsible

for presenting the team’s proposals to the customer and bringing the customer’s demands

to be developed by the team.
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The team only developed features for which the customer had shown interest. The

success of each sprint was tied to the customer’s acceptance of the delivered product.

Uncertainty

The respondent in Case F considered that AI development demanded very experimental

behaviour, unlike traditional software projects. Developing an AI model required a wider

scope and had more risks because there were no guarantees about what results would be

achieved at the end of the project. Regarding management, the respondent commented,

how can I manage a project that maybe will not even be able to finish versus a project

that I need to finish.

The respondent in Case F commented that traditional software development can be

finished in less time than in AI system development. The team can more accurately define

the scope for a traditional system whereas the scope is more undefined when developing

AI models. The experimental nature of AI made it difficult to perform quality control

tasks since it was difficult to estimate which results would be obtained.

Benefits

Development methodology changes over time as the team increases. A formal develop-

ment process makes sense in a larger team. A team with up to two respondents can act

without sticking to a defined methodology. Interaction between members is high, and the

scope of projects is smaller due to limited resources. In teams with more members, a pro-

cess becomes necessary to organize the work. The team’s growth usually accompanies the

increase of the customer base and the production product, making it necessary to monitor

failures closely. With more customers involved, quality assurance becomes more critical,

demanding a methodology for its execution and the definition of automated processes.

One difficulty in particular that was mentioned by the respondent in Case F was track-

ing system failures because many of the reported errors were solved in a few minutes

and the team did not document these occurrences. As the team grew, it needed to adopt
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continuous integration and issue tracker tools.

4.2.7 Case G

The respondent in Case G was the CTO of an early-stage startup with only two people.

He was responsible for all technical definitions and product development, including AI-

related technology. The CEO, on the other hand, assumed the role of PO for each project

and defined the product to be developed.

Projects

With only one person developing software, the company executed one project at a time.

The duration of a project depended on the effort required to build software functionality.

The respondent usually worked on projects in iterations of one or two weeks.

Methodology

Some practices in the daily work were extracted from Scrum and kanban methodologies.

In a simple custom methodology, backlog items and activities were recorded in a kanban

model frame. The co-founders held daily meetings to monitor activities and at the start

of planning for each project. The respondent understood that meetings were unnecessary

with a small team because activity progress was communicated as it was completed.

Metrics

The only metric for the respondent was the delivery of software that worked and that was

approved by stakeholders.

Customer involvement

Because it was very young, the company did not yet have a customer base. Some stake-

holders presented suggestions and guidelines regarding the company’s products. The re-
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spondent explained, The stakeholders can look at the experiments of maybe saying, "Oh,

this one looks interesting, can you Maybe go deeper into this one?" or something like that.

Uncertainty

The company was at a very early stage—when it was doing much experimentation. The

uncertainties mentioned referred more to developing the business model than to develop-

ment relating to AI. The respondent described the main difficulty relating to AI develop-

ment: I’m an original software developer so I don’t have the full foundations on how AI

works and all that stuff, so I think that my main challenge as an AI developer is to find all

those relationships between variables and all that stuff.

The respondent explained that this lack of experience mainly caused his difficulty in

working with AI and highlighted, I am a subject matter expert on Agile project manage-

ment, but I’m not an SME on AI development. So I have to learn it as I go along, but I’m

not the best at it, so, yeah, that makes things a little bit more complicated.

Benefits

The respondent considered adoption of a methodology to be essential for software de-

velopment, including AI development. However, he thought that benefits were better

appreciated in bigger teams and at a more advanced stage of development.

4.2.8 Case H

Team

The respondent in Case H was the CEO of the company and the product’s principal de-

signer and developer. The company had only two people in addition to the CEO; one

of them was responsible for backend and dashboard software development. The third

person was in charge of marketing. The respondent did not know software development

methodologies.
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Projects

The company worked on the development of only one product. This product applied

supervised machine learning for the development of one specific functionality. All effort

was directed toward developing this functionality, without separating the work into partial

projects.

Methodology

The respondent in Case H commented that, due to the team’s size, introducing or chang-

ing tasks was easy to execute. He did not see the need to follow a development process or

template because task management was done directly by the few involved. Communica-

tion was facilitated because team members were in constant dialogue.

The respondent in Case H said he had difficulty meeting the schedule or completing

tasks within the desired deadline. The alleged causes were unexpected events, technical

problems that impeded the task’s progress, or unexpected discoveries when executing

machine learning models. When these situations occurred, adjustments needed to be made

that affected the progress of planned tasks.

The team in Case H did not apply development automation tools other than coding

machine learning models.

Customer involvement

The company worked with clients by making use of an early-adopter model: users who

utilize the first version of a program, who test it and provide suggestions for system evo-

lution. These users performed the customer’s role, presenting constant feedback on their

use of the provided application.

Uncertainty

Uncertainties regarding the development of its AI models were mainly attributed to un-

certainties relating to the company’s business model. The product under development
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was still in the market-testing phase, which involved many changes in the definitions of

functionalities or the performance metrics of machine learning models. The respondent

in Case H understood the experimental nature of AI and considered the natural variations

obtained at work. He compensated for this uncertainty with his in-depth knowledge of

existing technology.

The respondent in Case H considered developing AI to be less deterministic than

developing traditional software. With traditional software, the developer works to code

precise instructions that allow her/him to understand the software’s behaviour and predict

the results produced in its execution. On the other hand, AI software is considered a black

box in which the developer does not perceive behaviour during execution, and the results

of a single algorithm may vary depending on variations in the input data. Difficulties in

development also included collecting the appropriate data to work on machine learning

algorithms.

Benefits

The respondent in Case H stated that each type of methodology should be applied ac-

cording to the profile of the team and the company, and based on available resources. As

an example, he cited the methodology utilized by large companies, such as Google, that

involved unsupervised learning and brute force for data exploration and pattern identifica-

tion. Large companies have enough data and resources to benefit from this methodology.

However, his company did not have these resources. Thus, it needed to adopt the more

targeted and knowledge-based methodology of experts in the business domain in which

they operated.

Additional insights

The development of AI should be managed differently, using its own methodology. Adop-

tion of an inappropriate methodology may result in additional costs to the company. Sev-

eral factors influenced the company’s decision in choosing a methodology. Among them,
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the respondent cited time available for constructing and executing algorithms, goals to be

achieved, team capacity, available resources, available data, and data volume.

4.2.9 Case I

Team

Case I had a ten-member team. Three people were responsible for different concerns

regarding development operations. The development team was divided by responsibities:

one person for development tasks, a second person managed the software operation at

customers’ site, and a third person was responsible for customer training and support

services. The company hired a data scientist to work as an AI engineer for projects relating

to AI.

Projects

The respondent in Case I reported that their team concentrate the development efforts on

the main product. Having their product in production, the teamwork in more than one

project. Part of the team is responsible to conduct projects to execute the main product

development while other members take care of projects to implement the product into

production within customers’ companies.

Projects related to AI development were conducted as experiments apart from the

main development roadmap. The AI engineer was responsible to execute tasks related to

AI with little support from the team. The respondent in Case I described that they decide

to remove AI results from the main project because they considered that the experiments

did not achieve expected results. The company suspended the AI experiments after some

failed experiments.

Methodology

The respondent in Case I generally applied Scrum methodology for software development

but did not explicitly state this. However, we deduced that the team executed Scrum

103



activities such as planning, revision, daily meetings, and short-term iterations.

Customer involvement

In Case I, customers were not part of the team. The team engaged customers in product

revision activities.

Uncertainty

The respondent described a different experience concerning the company’s development

of AI software. In this project, one AI engineer was assigned to developing AI soft-

ware. The respondent did not indicate that the process occurred incrementally; it was a

more research-oriented project in which some experiments were performed and results

analyzed.

The respondent mentioned the uncertainty related to AI: That was difficult because we

didn’t know well what to predict; it was not working the way we wanted. According to this

observation, the non-deterministic aspect of AI algorithms made planning and validation

difficult.

Metrics

Because it was an experimental project, the respondent claimed not to have used metrics

in AI development. The project was executed as a laboratory for learning, and for dis-

covering the possibilities of applying AI. According to the respondent, it was more in an

exploration mode I will say, so I didn’t have any expectations at this time. The respon-

dent said that the AI projects were learning experiences: honestly all the 2018 year was a

learning year in the AI field.

The respondent expected to associate AI with sales return metrics and time reduction.

He stated, So sales will be one for sure. The other one will be the time, you know, in bud-

get, but it’s more micro, it’s more oriented on the project, but for me, AI equals increase

of sales for sure. To him, it was natural for the definition of success to be associated with
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the customer’s metrics. He explained, we will try to relate the AI and the KPI with the

sale. So, the end decision, for example, for a customer, this is where we want to increase

at the end the sale of the software to our customers.

Additional insights

In the respondent’s opinion, the development of AI was overrated and it demanded better

explainability. To him, AI algorithms were, in essence, no more than software algorithms.

He highlighted the relevance of developing AI connected to business needs, which did not

happen from his perspective. AI engineers usually focused on solving AI problems, but

did not focus much on applying AI to solving business problems. He also mentioned the

importance of having experts developing AI as a restriction in the development of these

projects.

4.3 Cross-case analysis

Having identified the characteristics of each case, we proceeded with our cross-case anal-

ysis. We revisited the conceptual framework (Figure 3.2.3) in the light of insights ex-

tracted from the within-case analysis. Our analysis identified patterns, within the domain

of startups, related to the analysis of teams, processes, activities and metrics, and whether

they contributed to solving AI development constraints. The patterns that described these

constraints referred to uncertainties perceived by the company, team productivity, and the

adoption of methodologies for the development of AI.

Patterns related to processes was detailed as follows:

• Teams. This pattern is related to profile analyses of team members concerning

their experience in AI development and their education level. An analysis of the

degree of collaboration between team members when working on AI projects com-

plemented the analysis.
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• Methodologies. We investigated patterns related to the adoption of methodologies

within AI projects. We also analyzed how AI development integrated to non-AI

activities.

• Tools. We investigated which types of tools were adopted, depending on their

purpose and acquisition form. Also, the motivation that lead to the choice of the

adopted tools was investigated.

• Metrics. We investigated metrics used by companies to monitor the progress of AI

development projects.

• Activities. We analyzed the adoption of practices recommended by the literature

on agile methodologies identified through data collection in this research. The ac-

tivities were subdivided into four main groups as follows:

– Customer involvement in projects and product development;

– Iterative execution of AI development projects;

– Construction or application of methods that automate, partially or fully, devel-

opment activities;

– Execution of project planning, monitoring and review meetings.

Similarly, we detailed patterns related to project constraints:

• Uncertainty. This subgroup investigated factors that caused uncertainty in projects:

technical constraints, business definition changes, and data collection limitations.

• Productivity. This subgroup investigated the contribution of processes to increase

team productivity in AI-related projects.

• Methodology for AI. This subgroup analyzed the importance of applying a method-

ology to the development of AI systems.
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At the end of our analysis, we intended to show whether the patterns investigated

in the development process contributed to resolving limitations and, if so, which items

contributed the most and which limitations were most resolved by applying the process.

4.3.1 Teams

Initially, we analyzed respondent profiles (Table 4.2) regarding their level of education

and work experience relating directly to software development in general and to AI in par-

ticular. We also analyzed their level of experience in projects that adopted agile method-

ologies and their knowledge about the business domain and the company’s product.

Table 4.2: Respondent education and work experience

Case A B C D E F G H I

Undergraduate education X X X X X X X X X
Postgraduate education X X X X
Work experience in AI X X X X X
Work experience in agile X X X X X
Work experience in software development X X X X X X X
Work experience in the business domain X X X X X

Regarding respondents’ level of education, all analyzed cases had respondents who

had completed a degree program. Only one of the respondents in Case A declared he had

not completed his degree program, although we did find team members with higher edu-

cation in Case A. Also, four out of ten respondents had completed a master’s or doctoral

degree. This result indicated that the analyzed startups had a more technical profile, which

diverged from a family-business profile found in other sectors such as retail companies or

family-run management industries. Technical knowledge in developing systems or in the

field of business can drive a company’s formation.

Regarding previous experience, seven out of ten respondents had previous experience

in software development. As well, five out of ten respondents declared prior knowledge,

specifically in AI systems development. Of the nine, the two respondents who lacked pre-

vious software development experience had sufficient technical and academic knowledge

to develop the hardware product or algorithm that used the software.
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Experience profiles showed that entrepreneurs had the tendency to form companies

that applied the knowledge they already had about AI. And, entrepreneurs who did not

have AI development experience seemed to perceive a market trend or a need to have AI

integrated into the company’s product.

Regarding knowledge of agile methodologies, five out of nine respondents said they

had work experience in projects that adopted agile methodology models. The remaining

four indicated having some notion of the subject, although they had never applied it in

practice. This result showed the tendency to adopt agile methodologies as the dominant

software development process in startups.

Regarding prior knowledge in the business domain, four out of nine companies stated

that the AI engineer did not have knowledge or experience in the business domain. This

group of respondents believed that this lack of knowledge hindered construction of prod-

ucts and slowed communication within the project. In these cases, the AI engineer had

to acquire the necessary knowledge about the company’s business and the product to be

able to deliver projects more quickly and with better quality. However, there was not

enough data from the research to indicate that the adoption of methodologies contributed

to acquiring business knowledge.

Continuing the analysis, we investigated the degree of collaborative work in the teams’

profiles (Table 4.3). The analysis of collaborative work focused on the execution of activ-

ities for AI development such as data processing, model building, testing, and validation

of algorithms. In most of the startups analyzed, it was noted that developing AI models

is a solitary activity. In startup companies, the AI engineer acted as a lone inventor or

entrepreneur, performing every step from design to product implementation and testing.

Table 4.3: Team collaborative work

Case A B C D E F G H I

Individual work X X X X X X X X
Collaborative work X

The cases each indicated a tendency toward individual effort regarding AI, to the detri-

ment of collaborative work. Eight out of nine cases indicated that development tasks re-
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lated to AI were performed by one person, with little or no participation by other team

members. Only the respondent in Case E mentioned the adoption of collaborative devel-

opment, with the team acting together to develop products.

Two factors justify the choice of individual work. The first, and perhaps the main

factor, was that the knowledge to perform such tasks usually was restricted to only one

member of the teams; the others were prevented from participating due to their lack of

experience or knowledge. The second factor was the limited number of team members

within companies, which forced the team to focus on many tasks and limited access to AI

development tasks. Adopting a process when one person worked alone seemed counter

intuitive since a process contributed more to organizing the work when several different

people and interests were involved. Development efforts focused on only one individ-

ual’s work contradicted the principles of the agile model because it proposed interaction

between people and shared work. Case E showed that collaboration was possible even

when considering the factors that inhibited widespread adoption, especially considering

they are a small team of four members and we compared to cases with larger companies,

which do not have collaborative work in place for AI development.

4.3.2 Methodologies

The methodologies analysis (Table 4.4) compiles data on the adoption of some variant of

an agile method within each case. This analysis shows how many companies only used a

market methodology, how many used a custom methodology, and how many did not use

any methodology.

Table 4.4: Adoption of methodology

Case A B C D E F G H I

Uses Scrum X
Uses custom method X X X X X
Does not use any X X X

Only one out of nine case studies reported using Scrum methodology, which was

the only market methodology mentioned in the research. However, this same case study
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reported realizing experimental AI, but not involving AI in the projects being developed

by the company. Thus, this case produced little evidence of the full use of Scrum in

developing AI systems.

Another three out of nine cases indicated they did not use a formal methodology within

the organization. Of these three, two cases had teams with up to three members, but only

one was an AI developer. These cases also indicated a lack of previous experience in using

agile methodologies. These factors may justify the absence of a formal methodology in

these study cases.

On the other hand, five out of nine case studies reported constructing their own devel-

opment methodology, showing a tendency to use customized methodologies. Customized

methodologies were created from the partial application of practices found in market pro-

posals, mainly Scrum and kanban, and adding some practices defined by the development

team. The tendency to develop their own methodologies can be justified by the innova-

tive profile of startups that are constantly in the process of producing ideas, apparently

not only for creating final products but also for developing activities and tools to support

software development.

4.3.3 Tools

Our analysis of tools within the cases investigates how the startups adopt software to

support AI development. We sought to analyze the degree of automation of tasks that the

development process employed. The tools considered in this analysis were used in the

development process and were not considered an integral part of the products developed

and marketed by the company. We considered the analyzed tools to have shown some

automation level as compared to AI models’ automated execution tools. For this analysis,

we did not consider base software such as programming languages, operating systems, or

databases as tools.

This analysis observed the intersection of two aspects: the form of tool acquisition and

the purpose of use. In the form of acquisition axis, we classified the tools as tools acquired
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from third parties or tools built internally by the company. In the purpose of use axis,

we classified tools for development process management and tools for AI development

execution. The results of this analysis are presented in Table 4.5.

Table 4.5: Adoption of tools for management and for AI automation

Case A B C D E F G H I

Uses external tools for management X X X X X
Uses external tools for AI development X X X
Develops tools for management
Develops tools for AI development X X X X X

When analyzing the adoption of development process management tools,it was shown

that five out of nine cases demonstrated using some management support software. The

tools used were all purchased from third parties. It should be noted that the cases have

shown that these tools were used for the process of developing systems as a whole within

the company and not exclusively for the AI development process. The remaining four

cases did not report using such tools. Although no cases reported the development of

management tools, Table 3.3 presents this feature to clarify its absence in the results.

Our analysis indicated that this scenario was reversed regarding the adoption of tools

to support development; there was a significant increase in the construction of such tools.

The results showed that five out of nine companies built their tools to work data and

automate the construction, execution, and validation of AI models. On the other hand,

three out of nine cases used tools acquired from third parties in some AI development

projects. Case I did not report adopting any automation tool to develop AI.

Companies that developed their own tools were commonly more advanced concerning

the level of maturity of AI models in their products. It is natural that, when intensifying

the use of AI models, companies seek greater automation. The other cases were at the

point of experimentation in their development of AI, working on quick projects without a

defined schedule.
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4.3.4 Metrics

The metrics analysis axis looked at those identified in the within-case study: AI per-

formance, customer validation, and time. We considered metrics to have been used to

monitor the progress of projects and for a definition of done within an iteration. Table 4.6

shows the adoption of these metrics in the study cases.

Table 4.6: Adoption of metrics

Case A B C D E F G H I

AI performance X X X X
Customer validation X X X X X X
Time X X X
No metrics X

Four of nine cases mentioned using the performance metrics of AI models as an indi-

cator of project progress. These metrics are commonly used to measure the performance

of AI models and algorithms. Examples of these metrics are machine learning model ac-

curacy and mean quadratic error in regression models, among many others. In such cases,

an iteration is considered to have been successfully completed by obtaining the expected

value of a performance metric when running AI models.

Three other cases indicated using time as a measure of the success of project iterations.

In these cases, execution of the tasks and the result achievements were measured within

an anticipated period or an even shorter one. Deliveries were considered successful if

they met this criterion in the short term. Adoption of this metric was justified by the need

for startups to deliver products in the shortest possible time to gain market and acquire

customers.

Customer validation was the third metric analyzed. This metric considers the project

to be successful when the customer’s features have been validated and the customer re-

alizes they add value to their business. Six out of nine cases used this metric in their

projects. Among the metrics described in this research, this was the metric most adopted

by the study cases.
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It is understandable and even expected that startups widely use customer validation.

The companies analyzed were in the phase of market exploration and customer acquisi-

tion. The process of testing and validating products in the market demanded customer

consultation and feedback regarding the potential value of products.

Finally, we observed that one of the nine case studies (Case B) uses an ad-hoc moni-

toring of product feature deployment to track the evolution of their product development,

although the respondent in Case B reported not using any metrics.

All cases considered using metrics to monitor projects as necessary. Even when they

do not apply metrics to AI activities, they have a perception that metrics may contribute

to reduce uncertainty in delivering AI results.

4.3.5 Activities

In the activity analysis, we seek to identify activities related to the software development

process described in agile methodologies and verified in at least one of the study cases.

Thus, the analysis consists of four axes:

• Iterative Execution of the development process;

• Realization of regular meetings;

• Automation of process tasks;

• Customer involvement in the project.

Iterations

The analysis of iterative process (Table 4.7) shows AI development projects divided into

iterations. Iterations varied from one to four weeks, at the end of which a product func-

tionality must be delivered. Consequently, the construction of products occurs incremen-

tally

Of the analyzed cases, six out of nine demonstrated conducting projects in an iterative

process. The iterations were divided into weeks, following some agile methodologies
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Table 4.7: Iterative process

Case A B C D E F G H I

Iterative process X X X X X X
Non-iterative process X X X

such as Scrum and XP. In contrast, Case E scaled each iteration into a fixed man/hour

number, keeping it constant for all iterations. These six cases reported that executing

projects with clients influenced the definition of the iteration, although they tried to keep

the durations constant as far as we could observe.

The remaining three cases did not indicate making use of the iterative process in the

development of AI. Of these, two reported constructing a single product that had to be

delivered in-full to bring value to their customers. In addition, both reported having no

experience in agile methodologies, which contributed to working on development in a

linear and non-iterative way. Finally, Case I reported only a few experiments in AI de-

velopment without evidence of adopting iterative processes, although conducting iterative

projects not related to AI was mentioned.

Meetings

The meetings analysis axis (Table reftab:Meetings) investigates how companies conduct

project planning, monitoring and review meetings. This analysis observes the frequency

of meetings and whether the format follows any known methodology pattern.

Table 4.8: Meetings

Case A B C D E F G H I

Daily meetings X X X X X
Planning meetings X X X X X X X
Revision meetings X X X X X X X

Five out of nine cases had daily meetings with the primary objective of monitoring

project progress. Of these, two indicated holding meetings along the lines of Scrum to

describe what had been done, what would be done, and the restrictions. The remaining

three cases reported constant dialogue among team members.
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The verified result contradicted our expectation of finding more significant interaction

between project respondents in each case because they were small teams, which facili-

tated integration among the members. Conducting follow-up meetings at more spaced-

out intervals, as shown in four of the nine cases, suggested that daily follow-up can be an

overhead factor rather than one contributing to team agility.

Continuing the analysis, seven out of nine cases executed—directly or indirectly—periodic

planning and project revision meetings. Planning and review meetings were held follow-

ing Scrum’s proposal, with planning meetings held at the beginning of each iteration and

review meetings held at the end of iterations. Also, review meetings were attended by

customers. The companies used these opportunities to get feedback on products.

The remaining two cases did not conduct planning or review meetings. These are the

same two cases that indicated executing the development process in a linear way. Both

cases demonstrated executing frequent team meetings, performing more than one per day

and using some of these meetings to plan or review completed work.

Automation

The automation analysis axis (Table reftab:processautomation) investigates the adoption

of automation in the development process. Such practices are used to accelerate the exe-

cution of tasks contributing to the agility of projects.

We verified two practices from agile methodologies, continuous integration and auto-

matic testing, and two practices related to the lifecycle of AI development, the train/test

process and pipeline construction. Continuous integration and automatic testing are prob-

ably the most widely adopted automation practices in agile development models. The

two tasks are intrinsically associated since it is necessary to construct automatic tests to

execute continuous integration. In turn, the most common AI development model is the

method here called the train/test process, in which training data is separated into a group

to train the learning machine algorithm and a second group to test the algorithm. Because

it is a method applied to many machine learning scenarios, companies seek to build a

pipeline that partially or entirely automates the process.
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Table 4.9: Process automation

Case A B C D E F G H I

Continuous integration X
Automated testing X
Train/test process X X X X X X
AI pipeline X X

Automated testing and continuous integration face some constraints when applied to

the AI development lifecycle. The primary constraint is the non-deterministic character

of the results obtained in the execution of AI algorithms. Without prior knowledge of the

output results, constructing an automatic test for a given algorithm becomes a complicated

task. Also, the exploratory character of AI models, in which the algorithm’s behaviour is

analyzed from the variation of input data, makes it difficult to use the same data set to test

algorithm changes since AI experiments intend to analyze the variations in the data.

Only one out of nine cases demonstrated the implementation of continuous integration

and automatic testing. These are the practices that were adopted the least by companies

among the agile practices analyzed in this research. The data indicated little use of ag-

ile automation practices in AI systems development, although we expected to find these

practices associated with other agile practices.

Regarding methods directly linked to the development of AI, six out of nine cases

made use of the train/test method to construct their AI models. In turn, the construction

of a pipeline authorizing execution of the train/test method was shown in two of the nine

cases, with a third case indicating a desire to build such a pipeline although it had not yet

started. Because it is a very manual and exploratory method, the low incidence of cases

pointing to the construction of a pipeline, compared to the number of cases adopting the

train/test method, indicated a low level of AI development automation.

The lower incidence of automation practices associated with AI can be justified by

the focus on developing AI through the train/test process. Agile automation practices

and the train/test development method seemed to be two methods in conflict for the rea-

sons already explained. The data verified in this axis indicated difficulty in integrating
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the two methods since most cases that used the train/test method did not use continuous

integration methods or automatic tests.

Customer involvement

The customer involvement analysis axis (Table reftab:customerinvolvement) investigates

how customers participate in projects. Agile practices suggest that customers should be

fully involved in projects as team members. In contrast, methodologies suggest partial

involvement of clients in projects, only participating in requirement definition and product

validation activities.

Table 4.10: Customer involvement

Case A B C D E F G H I

Part of the team
Defines requirements X X X
Provides resources X X X
Validates product X X X X X X
Has no customer X

The data showed that the client’s participation as a direct member of the team was not

adopted within startups since all pointed out other ways of relating to the client. Empiri-

cally, this behaviour can be verified in the market, where clients acting as team members

is an unusual practice, even in companies with the resources to bring the client into the

project.

The most common form of customer involvement in the startups studied was product

validation, which was verified in six out of nine cases. In addition to validation tasks,

three of the cases indicated client participation in requirement definition tasks. Thus, the

data showed a trend toward greater customer participation in the initial and final stages of

projects and little or no participation in product construction.

On the other hand, three of the nine cases indicated that customers provided resources

for development and, mainly, for testing. These resources typically took the form of

physical space for field testing, providing private business data, and collaborating with
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professionals specialized in the business domain for which the technology was being de-

veloped. The collaboration of customers providing resources can be a determining factor

for the success of startups since these companies usually have few or no resources of their

own.

Finally, Case G indicated that it had no customers. In this case, product validation

tasks were carried out with the participation of stakeholders. This specific case fits into the

data since stakeholders performed the role of customer representatives. Thus, in this case,

customer involvement resembled the method utilized by companies that use customers to

define requirements and validate products.

4.3.6 Contribution to reduce constraints

The analysis of contributions to reduce constraints investigates data on development chal-

lenges in reference to AI systems. In this part of the analysis, we collected data on four

aspects identified during data collection:

• Uncertainties related to the development of AI;

• Team productivity;

• Perception of benefits in the adoption of methodologies in the development of AI;

• Need to develop a methodology specifically targeted to the life cycle of AI.

This analysis also covers the link between the process analysis axis and the restriction

analysis axis. This link confirmed the existence of contributions from the process axis

items to the constraints axis items.

Uncertainty

The uncertainty axis of analysis investigates which factors cause uncertainty in conduct-

ing AI projects in companies. These factors may be indirect, business-related, or direct,
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Table 4.11: Perception about uncertainty

Case A B C D E F G H I

Caused by business definition X X X X
Caused by technical constraints X X X
Caused by data collection X X
Caused by estimate complexity X X X
No uncertainty X

and intrinsic to the development of AI systems. The causes of uncertainty identified in

the case studies are presented in Table 4.11.

Four out of nine cases mentioned uncertainty caused by business definitions, with

companies forced to change product development partially or fully after testing with cus-

tomers. One of the nine cases reported a complete change of direction after product

validation in the market—the company began to develop a product with no relation to the

tested product. This situation is quite common in startups; it happens more frequently in

early-stage startups because they find opportunities to position themselves in the market.

Regarding the development of AI, three out of nine companies pointed to technical

constraint as an uncertainty factor. These restrictions were associated with the limited re-

sources that startups have for developing AI. Execution of AI algorithms usually required

massive computational resources and great amounts of time, two scarce resources in star-

tups. Therefore, the startups needed to adapt to working with available resources, often

reducing or changing the scope of projects.

Among the technical restrictions, data collection stood out as an essential activity in

the AI development process; this was pointed out by seven of the nine cases. On the other

hand, two cases indicated having difficulties with the collection of data to be used in AI

algorithms. The difficulties included lack of access to data, non-existent data sources,

very complex and high-volume data, and highly unstructured data, which, for proper use,

required great effort.

Related more to development management, complexity in making estimates was pointed

out by three of the nine cases as a cause of uncertainty. This uncertainty was justified by

the non-deterministic character of the results of the AI algorithms. In these cases, respon-
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dents pointed to the lack of a result that can be controlled and uncertainty regarding the

algorithms’ execution time. These factors prevented teams from estimating the deadlines

and resources needed to run algorithms.

Only one case reported having no uncertainties. Case E’s respondent was prepared

to handle AI development activities. A differential feature of Case E was the team’s

high degree of knowledge and experience regarding system development and the business

domain. This case presented better-structured development methodology than other cases.

We noted that the methodology defined in Case E contained a degree of automation and

organization in well-defined iterations that allowed the team to perform many tests and

validations for built-in AI models.

Team productivity

The analysis of team productivity (Table 4.12) measures respondent perceptions of the

productivity of their respective teams. Six out of nine cases perceived high productivity

in their teams. Compared to the more significant variation in the other axes, the excessive

regularity of these data may indicate a biased perception of team productivity. How much

the perception of high productivity differs between cases needs to be explored because

the cases did no account for this difference.

Analyzing the other axes of the cross-case analysis, we noticed a difference in produc-

tivity. The teams from some cases demonstrated being more secure about dealing with

uncertainties and more deliveries than others, which lead to greater team productivity. In

this sense, Cases E and F showed a greater quantity of deliveries and a more consolidated

development methodology.

The remaining three cases declared they had not measured their team’s productivity.

These cases had teams with up to three members and did not use a development method-

ology. These cases also claimed not to use metrics in their projects, which justified the

lack of a team productivity measurement.
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Table 4.12: Team productivity

Case A B C D E F G H I

High productivity X X X X X X
Unknown productivity X X X

Importance of a methodology for AI

The axis for the importance of a methodology for AI examines how respondents evaluate

the application of a methodology to develop AI systems. All study cases considered

it essential to use a development methodology, for both AI and traditional systems. The

study cases presented different levels of application of a development methodology. Cases

C, E, F, and I used a consolidated methodology and recognized the value of working with

a method. Cases A and D were in the process of developing their work methodology and

considered it essential to adopt one.

Finally, Cases B, G, and H mentioned the intention to adopt a methodology at the ap-

propriate time. These cases attributed the lack of application of a methodology to the size

of the team. There were two main reasons: a small team does not demand a methodology;

an absence of management experience to deal with a methodology. The perception that

methodology adoption is only justified in larger teams was also verified in Cases A and F.

Specific methodology for AI

The axis analyzing specific methodology for AI examines the perception of the need to

create and apply a specially constructed methodology for AI system development.

Three out of nine cases claimed to perceive AI development as being similar to tra-

ditional software development. For these cases, an agile development process could be

adopted for AI projects without significant variation. These cases also considered that

project management for AI projects can be done the same way as for traditional software

projects.

On the other hand, five out of nine cases considered AI to have particularities that

demanded activities directed at its execution. These cases considered there to be a need
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to create specific processes to execute AI development projects. This process needed to

create mechanisms to address the challenges related to data collection and the uncertainty

in obtaining algorithmic results.

Finally, Case B did not demonstrate the need to develop an AI process, despite realiz-

ing that development of AI evades the traditional software development model.

4.4 Conclusion

This chapter presented the results of this research. First, we have shown the results ob-

tained from an internal qualitative analysis of each case of the study. Then, the results of

the cross-analysis between the cases were presented.

The next chapter will present the discussion of the results, enfolding them within

extant literature and highlighting the contributions of our work.
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Chapter 5

Discussion

This chapter presents a discussion on the results outlined in the previous chapter. Build-

ing on the cross-case analysis, we revisit and highlight the contributions of our work.

Next, we enfold our findings, summarized in five main categories (iterative process; im-

portance of rituals; customer involvement; automatic testing and deploying; AI project

management) with extant literature. We conclude with the limitations of our research.

5.1 Contributions

As noted in the literature review, few studies have focused on AI development in startups

and research on agile methodologies applied to AI development in general is still limited.

However, these studies are relevant to understand how development teams apply software

engineering practices in this context.

This thesis aims to expand knowledge on AI development in startups, providing an

essential contribution by researching early-stage companies that conduct AI software de-

velopment projects. Our results produce new empirical data that can inform literature on

this topic and encourage future research.

Our study aims to fill in some of the gaps in the literature on software engineering

in the context of technological entrepreneurship. We anticipate that our contribution will

add relevant scientific insight helping researchers as well as software development stake-



holders to understand the behaviours of AI development teams. For teams, we expect

that these insights will contribute to the performance of their daily work. Moreover, we

surmise that the insights gathered from our findings and their implications for extant liter-

ature can assist AI startups with the adoption of agile methodologies for the development

of their products. Our research was originally motivated by the research question:

"What are the contributions of agile methods to the management of artificial

intelligence development projects in startup companies?"

Figure 5.1: Initial and final conceptual frameworks

To answer this research question on the basis of our empirical findings, we revisit

the conceptual framework presented in section 3.2.3, introducing elements that emerged

from the analysis of our cases. For comparison purposes, Figure 5.1 presents our initial

conceptual framework (A) and the final conceptual framework (B). Our final conceptual

framework highlights that agile methodologies define processes in which four practices–

rituals, iterations, customer involvement, and AI pipelines– seem to contribute to solve

challenges of AI development. We observed that the adoption of agile practices con-
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tributes to facilitate innovation processes, to reduce uncertainty, and to leverage team

effectivity and productivity.

5.2 Discussion

In this section, we synthesize our findings into five observations of fundamental patterns

in the way that agile methodologies have been adapted to support AI applications devel-

opment within startups. There may be more patterns, but from our data and analysis, these

five rose to prominence.

5.2.1 Iterative process

Our study contributes to the literature on agile methodology in startups by confirming

that the iterative process brings benefits to validate AI results in small steps and in a short

period.

We observed in our study that most of the cases work in iterations. This finding con-

firms several studies (Klotins et al., 2016; Wan et al., 2019; Mkpojiogu et al., 2019) in

which authors observed widespread adoption of iterative processes in startups. Though

not surprising, this result confirms the fit between iterative approaches (e.g. agile pro-

cesses) and the Lean Startup methodology (Ries, 2011) which seems to be the fundamen-

tal methodology in the cases presented here.

As Amershi et al. (2019) stated, teams working in sprints are expected for AI projects

considering that building AI demands frequent iterations to build and refine datasets, mod-

els, and the hyper-parameters driving their performance. Due to the experimental and

even more iterative nature of ML development, unifying and automating the day-to-day

workflow of software engineers reduces overhead and facilitate progress in the field.

Consistent with Wan et al. (2019), we observed that requirements definition and sprint

planning are more uncertain for AI systems than for non-AI systems. Wan et al. suggested

that a significant difference between the management of ML versus non-ML development
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is that the management of ML development lacks specific and practical guidance. Our

respondents referred to ad hoc processes applied to AI development, with little planning

for AI tasks. The teams executed AI experiments following a trial and error approach,

deciding on their next steps based on the results they would obtain at a given point in

time. Some cases reported rolling back or removing AI functionalities from delivered

products because they were unable to achieve expected results.

Our analysis confirms that agile iterations contribute to help teams cope with the un-

certainty associated with the development of AI products. Following the principle of

testing and failing quickly, teams can identify AI results in a short period of time, making

necessary adjustments or changing the direction of the project when necessary. In larger

teams, the application of iterations based on methodologies such as Scrum facilitates the

integration of the AI engineer workflow with the products developed by the other team

members.

5.2.2 Importance of rituals

Our study contributes to the literature on agile methodology in startups by identifying

that rituals such as regular meetings are important to communicate stakeholders about AI

activities and results. Meetings can happen in longer intervals instead of a daily basis,

from every three days to once per week, since the execution of AI tasks takes a longer

time than non-AI tasks.

Consistent with Mkpojiogu et al. (2019) and Pantiuchina et al. (2017a), our study ob-

served that daily meetings are adopted on a case-by-case basis. While periodic meetings

are the main communication process, they do not necessarily occur on a strict daily basis

but in intervals no longer than a week. Only five out of nine of our cases had implemented

daily meetings. This finding is somewhat counter-intuitive, as agile practices usually rec-

ommend daily meetings (e.g. Scrum).

The main reason observed for performing meetings at intervals longer than one day

is the necessary time to perform AI-related tasks. Model coding is a complex task that is
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difficult to start and complete in one day. Model training usually needs a long execution

time, especially when the company has few resources. Therefore, teams envision greater

benefits in follow-up meetings for these activities that are performed at weekly intervals

instead of daily intervals.

To the best of our knowledge, we did not identify previous studies stating benefits

of regular meetings to AI development. In our study, we observed that regular meetings

between AI engineers and their development teams are necessary to integrate the AI de-

velopment to the non-AI workflow. Teams and managers use these meetings to guide and

train AI engineers in the business rules of their products.

5.2.3 Customer involvement

Our study contributes to the literature on agile methodology in startups by confirming

that customers are mainly involved in AI projects to validate AI results when an iteration

ends. Customer validation is the main metric to define the success of a project. The teams

adopt AI model performance metrics to validate expected results but these metrics remain

largely irrelevant if the customer does not validate the final product.

Consistent with Klotins et al. (2016), we have identified that startups reflect on the

importance of early customer feedback and the danger of not using customer input in the

requirements engineering process. Most of the cases in our study already have customers

or potential customers who provided feedback about the value that AI features bring to

their business. Similar to practices that we observe in non-AI development (Dybå and

Dingsøyr, 2008b), interaction between teams and customers contribute to define consis-

tent AI requirements and validate results at the end of each sprint.

For the participants, the best success metric is the customers perception of the prod-

ucts’ value. Operating with a small client portfolio, customer participation in startup

projects is more important than customer participation in larger companies. In several

cases, we noted that customers’ requests for new functionalities defined product evolu-

tion. Project progress occurs by building these functionalities, which are incorporated
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after into the product that is offered to other customers.

However, uncertain AI results and black box features put customers in a skeptical

position as they have difficulty understanding how AI results are achieved. The software

development industry highlights the importance of discussion about explainability of AI

models (Doshi-Velez and Kim, 2017; Dam et al., 2018). The role played by AI models in

these domains has led to a growing concern regarding potential bias in these models, and

a demand for model transparency and interpretability (Gade et al., 2019). Consistent with

these studies, we observed that customers have expectations about AI that is far beyond

the competence of current AI algorithms. As a result, customers are frequently frustrated

when they realize the real delivered results, forcing startups to change AI products to

meet expectations. In this direction, we suggest future studies investigate how startups

can improve their communication processes to overcome customers’ misunderstanding

about AI.

Even if not completely addressing AI explainability, we consider customer involve-

ment as a necessary step in this direction. The more the customer participates in activities

to build AI models, the more they can observe transparency in their results.

5.2.4 Automatic testing and deployment

Our study contributes to the literature on automatic testing and deployment in AI develop-

ment projects by identifying that building a pipeline to execute AI tasks to train and test

models, validate results, and deploy in production produces efficiency and productivity

benefits.

Automated testing, continuous integration, and continuous delivering are activities

considered essential to implement agile processes (e.g., continuous integration was first

advocated in Extreme Programming). Carter and Hurst (2019, pp. 59-70) expanded these

concepts, recommending adoption of these practices in AI projects. For Carter and Hurst,

data testing is as important as testing algorithms that generate AI models.

Our research, however, demonstrated low adoption of practices for automated testing
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and continuous integration within the cases. The most widely adopted method for building

AI models is the training, testing, and validation process. This method requires repetitive

tasks such as testing variations in the parameters to configure ML algorithms. Although

repetitive tasks are good candidates for automation, we observed that automation of these

activities is still incipient within companies. When the engineers applied only essential

tasks in train/validation/test processes, they were unable to validate AI models in the face

of changing data because any variation in their data required a full re-execution of their

processes. In this situation, data variations prevented them from inserting AI algorithms

in the continuous integration process.

To meet the needs of task automation, the construction of AI pipelines is the practice

most adopted by startups. Pipelines aim to automate data collection, data preparation, and

training and validation of AI models.

The work of Amershi et al. (2019) showed that an end-to-end AI pipeline contributes

to accelerating AI model development and testing. Confirming the findings in Amershi et

al., Alla and Adari (2021) empirically verified a movement to implement MLOps within

companies. MLOps aims to build automated processes and practices, incorporating AI

models into production systems. As Alla and Adari explain, MLOps arose

"as the intersection between machine learning and DevOps practices. De-

vOps, or developmental operations, refers to a set of practices that combines

the work processes of software developers with those of operational teams to

create a common set of practices that functions as a hybrid of the two roles.

As a result, the developmental cycle of software is expedited, and continuous

delivery of software products is ensured." (Alla and Adari, 2021, p. 84)

Being recent, MLOps experiments are still in embryonic stages.

Our cases confirmed the perception that the adoption of an AI pipeline brings benefits

to the teams as it speeds up tasks such as AI model testing and delivering. Notably, the

respondent in Case E described using a pipeline for AI that they developed within their

company. Case E showed that pipelines bring efficiency to the execution and validation
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of AI models. In Case E, the respondent perceived that their team has a high degree

of efficiency. During the interview, the respondent in Case E felt secure about meeting

deadlines and delivering expected results because they were able to test more models and

to validate more results. In opposition, other cases showed reluctance about planning and

delivering AI models.

In our research, we noted that startups that are in a more advanced maturity stage have

already started implementing MLOps practices in their projects. Companies that have

not started a MLOps process or an AI pipeline development recognized the importance

of such processes. The respondents demonstrated intention to create MLOps processes

in the near future. For future research on AI automation, we suggest measuring how the

adoption of MLOps impacts the development and delivering of AI products, and how the

teams can conduct MLOps .

5.2.5 AI project management

Our study contributes to the literature of AI project management by observing that com-

panies that apply a methodology appear to be more efficient and productive, and they

are able to reduce uncertainty by doing more tests and collecting more feedback. Some

companies apply agile (cases A,C,E,F, and I) to non-AI tasks and try to integrate AI tasks

into the process. Startups that are more advanced in integrating AI with their non-AI

projects (cases A,C, and E) are more confident about their work and how to deliver prod-

ucts. Other startups (cases F and I) execute AI projects as isolated experiments, delivering

fewer results.

We also observed that startups prefer to customize methodologies rather than follow

them in a strict manner. This is consistent with prior findings in Hassani-Alaoui et al.

(2020)’s study. Hassani-Alaoui et al. noted that processes are not planned within startups;

they are performed in an ad hoc manner, hindering communication and collaboration be-

tween team members. Our analysis reveals that the teams usually build their methodolo-

gies as a common effort within the same team, with processes emerging over time from
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the repetition of their everyday activities. It seems natural that startups want to develop

their own processes since these companies have an innovative nature. They may have a

tendency to use an innovative approach to all tasks.

Extending Amershi et al. (2019)’s study, which investigated how Microsoft software

teams integrated existing Agile software engineering processes with AI-specific work-

flows in developing AI and data science applications, our study confirmed that star-

tups face similar challenges verified in bigger companies when developing AI systems.

Although the projects in larger companies are more diverse and the teams apply agile

methodologies more rigorously than within projects verified in startups, the startups can

benefit from the adoption and the customization of agile methodologies with their AI

workflow. These benefits were largely observed in Case E but can also be seen to a lesser

extent in Cases A and C.

Our results show that agile processes may contribute to AI projects the same way

they contribute to non-AI projects. The main difference is that agile does not solve un-

certainty related to AI results. Companies have a perception that they need additional

practices in their methodology to address AI issues. Our conclusion is that applying an

agile methodology appears to be a solid foundation to build an extended methodology for

AI development.

5.3 Limitations

This study presented important contributions but has some limitations. Our study was

conducted in a sample of Montreal startups that have characteristics in common. At the

time of our research, the environment of technology startups developing AI systems was

in expansion, having a high number of active companies. Our selected sample can be

considered representative of this industry, at least in Canada. However, startup character-

istics may present notable variations in different cases, and future research is needed to

select companies from different regions or from distinct working groups within a region

to validate our results.
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Our study also suffers from a limitation related to our sample size for each of our

cases. On the one hand, the population within each case is small, usually having only

two or three members in each company. Thus, the participation of one member may be

sufficient to provide relevant data. On the other hand, it is difficult to generalize results to

different projects within each company and to a larger universe of companies.

In future research, we recommend that researchers consider increasing the number of

respondents within the company, as well as selecting more project members and more

projects. We also suggest to expand the study to select more companies within the tech-

nology startups ecosystems. By investigating more startups, we can better generalize the

results, confirming our findings and obtaining new insights.

In Case study A, we had the opportunity to interview two participants. This case

provided more data than other cases. Case A case reinforces the importance of collecting

data from different sources within each company, at the very least in order to provide

triangulation during data analysis.

5.4 Conclusion

This chapter presented our discussion of the results, highlighting our research contribu-

tions as well as the limitations of our study. In the next chapter we provide our conclusion

and closing remarks.
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Chapter 6

Conclusion

This thesis presented a qualitative research on the software development processes re-

lated to AI in startups. Our objective was to answer the research question, "What are the

contributions of agile methods to the management of AI development projects in startup

companies?"

Our thesis attempted to fill in some of the gaps in the literature on software engineer-

ing in the context of technological entrepreneurship. Our contribution will add relevant

scientific insight helping researchers as well as software development stakeholders to un-

derstand the behaviours of AI development teams. For teams, we expect that these in-

sights will contribute to the performance of their daily work. Moreover, we surmise that

the insights gathered from this thesis and informed by the review of literature can assist

AI startups with the adoption of agile methodologies for product development.

We adopted a methodology based on case studies. We conducted the research through

the application of an open-ended questionnaire to a sample of technology startups in Mon-

treal. Applying the methodology, we were able to conduct an exploratory analysis on the

team’s behaviour while they executed a software development process in their AI projects.

In investigating our research question, we:

• Reviewed the literature and identified software development methodologies, which

are recommended for startups and that are applied to both traditional software and



AI development;

• Collected qualitative data from startups based on interviews with AI project team

members;

• Analyzed the participants’ perception when they are executing AI projects;

• Identified, in the literature and within participating companies, challenges related

to AI systems building;

• Identified motivations that lead to the decision of adopting a methodology;

• Identified benefits that the adoption of agile practices brings to AI projects.

Having analyzed the results, we can answer the research question by showing prac-

tices that contribute to reduce the uncertainties inherent in AI development projects. The

results showed that the creation of customized methodologies is a common practice within

startups. The most commonly identified practice in their methodologies were as follows:

• Construction of an AI pipeline to automate processes of data collection and prepa-

ration, and training and validation of AI models;

• Conducting frequent team meetings to plan and adjust projects;

• Iterative construction of AI products;

• Constant requests for customer feedback on the usefulness of products, although

customers do not actively participate in tasks related to product development.

Our findings showed that AI startups, in general, adopt agile practices in their projects.

Some companies make these decisions based on their previous knowledge about such

practices, while other companies make these decisions in an intuitive, although disor-

dered and embryonic, way. As an overall conclusion, the adoption of agile methodologies

contributes as a starting point to build a methodology specifically oriented to AI develop-

ment, with practices that deal with uncertainties inherent to AI projects.
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We propose that the methodology used in this research can be applied to different

samples to extend data collection to consolidate the data presented here in a wider popu-

lation. Selecting technology startups from different geographical regions in the world will

allow us to explore whether the same behaviour occurs in different contexts or whether

it is a phenomenon observed locally. Future research also can apply closed-ended ques-

tionnaires to qualitatively and quantitatively analyze particularities about the adoption of

agile practices in AI projects.
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Appendix A – Interview guide

Part 1: General company/respondent information

1. What does your company do?

2. Briefly, what is your title/role/position?

3. Can you tell me about the project/organization structure?

a) Do you work on one project at a time or multiple projects? Is this typical for

people within your organization?

b) Is there a specific team working on this project, or do team members change

depending on the phase?

c) How is the project structured? (all team members are technical, or are there

cross-functional teams?)

d) On average, how long do projects take?

Part 2: Product development information

This section relates to five main phases of product/project development that we have iden-

tified. We would like you to think of a specific project or product (either currently under

development or recently completed). The questions in this section relate to the following

five phases: (1) Idea/initial funding; (2) Project initiation; (3) Development, (4) Produc-

tion/implementation, (5) Maintenance/evolution/support.
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1. Who is involved in each phase of the project? What are their specific responsibili-

ties?

2. What are the main activities/tasks involved in each phase?

a) Specific to the development phase (3), how do you handle changing require-

ments?

b) What other changes can come up, and how do you manage them?

c) How do you manage testing?

d) What kind of automation do you use?

e) Which metrics contributed to track the project activities?

3. What tools or specific processes are used during each phase?

4. What types of challenges/roadblocks do you encounter in each phase?

a) Can you provide a specific example/story?

5. What is the objective/deliverable of each phase? Can you identify each phase in

your head?

6. How do you move from one phase to the next? (What is the go/no-go decision?)

7. Can you list the main technologies adopted in the project for software development?

8. Can you position the project in one or more AI area (supervised/unsupervised learn-

ing, computer vision, natural language processing (NLP), etc.)?need to provide a

specific list to select.

9. How did the process impacted the team productivity?

10. Do you think the team productivity is high/low?

11. How do you know the project ends/ended sucessfully.
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Part 3: The methodology

1. Who took the decision of applying the methodology in the project?

2. Is the methodology based on any known methodology from the market? Which

one? Is there any variation?

3. Tell me about the learning curve. Can you estimate how long did it take to get the

methodology running in the project?

4. Has this methodology changed or evolved over time? How? Why was it changed?

5. Is your methodology always the same for each project? Or is it tailored to each

individual project? If so, how?

6. How are clients involved throughout the project? When does client involvement

begin and end?

7. Do you have experience in projects that did not involve AI?

a) What major differences did you notice between them?

b) How were they managed the same/differently?

Part 4: Closing information

1. In general, what is your opinion about the application of the methodology in an AI

project?

2. Can you mention anything which I did not ask about that you feel is important to

understanding the application of the methodology to the AI project?
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Appendix B – First Cycle Coding Book

Table 1: First Cycle Coding Book

Code Description Files References

Activity It mentions an activity 0 0

Activity-

Deployment

It describes a mention to deployment of

software, data or AI model.

2 2

Activity-

Development

It describes any activity related to writing

code.

1 1

Activity-

Management

It describes topics related to project man-

agement.

2 2

Activity-

Planning

It describes an activity related to project

planning.

7 9

Activity-

Requirements

It describes an activity related to the defi-

nition of requirements or business needs.

6 10

Activity-

Testing

It describes an activity related to testing a

product.

9 19

Backlog It describes a activity related to backlog

definition or priorization.

9 16

Belief It is a participant’s belief 6 22

Benefits It describes the benefits to the project or

to the participant.

6 17
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Code Description Files References

Business It describes a topic related to business as-

pects.

2 6

Challenges It describes a challenge to AI develop-

ment.

10 58

Challenges-

Communication

Challenges related to communication is-

sues.

4 8

Challenges-

Requirements

It describes challenges related to require-

ments definition.

2 3

Changes Any topic related to a change. 5 7

Change-

Requirements

It describes how the team deals with

changes in requirements or business

needs.

6 9

Changes-

Methodology

It describes how the methodology

changes over time.

6 10

Changes-

Project

It describes how a change afects the

project or how the team deal with

changes.

2 5

Compare-AI-

Traditional

It defines a comparison between projects

for traditional software development and

AI development.

8 26

Customer

involvement

It describes the level of involvement of

customers in the projects.

10 26

Decision It describes the person who takes the de-

cision for the methodology adoption.

0 0

Decision-

Centralized

It describes a centralized decision mak-

ing.

6 7
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Code Description Files References

Decision-Flow It describes a natural process of construc-

tion of the methodology.

4 8

Decision-

Shared

It describes a decision taken by the team. 5 5

Deliverable It describes any deliverable from the

project. It can be a product or a piece of

code.

5 13

Demography Demography information about the par-

ticipants.

0 0

AI-Area AI area distribution (supervised, unsuper-

vised, reinforcement learning).

9 17

Company-Age The age of a company. 6 7

Company-

Goal

The purpose of the company. What does

it do.

10 10

Company-

Size

The size of the company in number of em-

ployees.

8 8

Participant-

Role

The role of a participant inside a com-

pany.

9 9

Team-Age The age of a team. 1 1

Team-

Expertize

The level of expertise of a team. 4 9

Drawback It describes a drawback to the project or

to the participant.

3 3

Hero It describes one-man job. 3 5

Iterative It indicates an iterative development pro-

cess.

4 9
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Code Description Files References

Knowledge It is related to the competences that the

team needs to have to execute a project.

5 8

Meetings It reports any team meeting, as daily,

planning, or revision.

8 18

Methodology The topic is related to a methodology. 7 9

Methodology-

Formal-Agile

The company adopts a formal known ag-

ile methodology.

2 4

Methodology-

Formal-

Custom

The company adopts a formal custom ag-

ile methodology.

7 12

Methodology-

Informal

The company adopts an informal method-

ology.

4 7

Methodology-

Non-existing

The company does not define a methodol-

ogy.

3 4

Methodology-

Steps

It describes the sequence of steps for the

execution of a project.

7 13

Methodology-

Evolution

it describes any topic related to the evolu-

tion of a methodology.

1 1

Metric It mentions a metric 10 39

Project-Phase It mentions a phase in the SW develop-

ment.

2 3

Project-

Structure

It describes how the company organize

the projects.

0 0

Project-

Duration

The average time to complete a project. 6 11

Project-

Multiple

The company has multiple projects. 6 15
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Code Description Files References

Project-Single The company works in one project. 5 9

Project-Team-

Profile

Distribution of technical/business profile

inside the team.

10 36

Project-

Success

It defines the notion of project success or

the concept of done.

10 26

Role It mentions a role. 3 4

Team-

Learning-

Curve

Learning curve. Time the team took to get

into the process.

8 17

Team-

Productivity

It describes the perception of productivity

for the team as whole.

8 16

Tool It mentions a tool. 10 35

Uncertainty It describes an uncertainty for the project

definition.

7 20

Value It describes the perceived value of the

topic.

5 9

Work-With-

Data

It describes the relevance of working with

data to AI projects.

7 16
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Appendix C – Second Cycle Coding

Book

Table 2: Second Cycle Coding Book

Code Description

Developed

custom tools

The team develops its own tools.

For management The team develop tools for project management.

For AI development The team develop tools for AI development.

Motivation It defines what motivates the team to build tools.

Lack of resources The company does not have enough resources to af-

ford a proprietary tool.

Do not attend needs The team considers that market tools do no attend its

needs.

Respondent’s education It describes respondents’ education.

Undergraduate

education

Respondent has undergraduate education.

Post graduate

education

Respondent has postgraduate education.
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Code Description

Respondent’s

work experience

It describes the respondents’ work experience on the

topic.

Has experience with

SW dev

The respondent has previous experience in SW devel-

opment.

Has experience with

agile methodology

The respondent has previous experience on agile

methodologies.

Has experience with

AI

The respondent has previous experience on AI devel-

opment.

Has experience

in the domain

The respondent has experience in the business do-

main.

Collaborative work It describes whether the team works collaboratively

with AI engineer.

Individual effort

in developping AI

AI development is an individual effort inside the com-

pany.

Shared effort

in developing AI

AI development is a team effort inside the company.

Uncertainty It describes factors that leads to uncertainty in the

projects.

caused by business

definition

Business definition is the cause of uncertainty.

caused by technical

constraints

Technical constraints are the cause of uncertainty.

caused by data avail-

ability

Data availability is the cause of uncertainty.

difficult to estimate

results

Non deterministic AI results are the cause of uncer-

tainty.
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Code Description

Activities It describes the activities that the team adopt in their

projects.

Iterative development The team adopts an iterative software development.

Daily meetings The team adopts daily meetings.

Planning meetings The team adopts planning meetings.

Revision meetings The team adopts revision meetings.

Colaborative work The team works colaboratively.

Backlog The team defines a product backlog.

Automation It describes the automation degree in the projects.

Have an AI pipeline The team have an AI pipeline.

Performs continuous

integration

The team performs continuous integration.

Performs automated

tests

The team perfoms automated tests.

Performs train/test/vali-

date process

The team performs train/test/validate process.

Customer involvement It describes how the team involves the customers in

the projects.

Customer as part of

team

The customer works in the project as a team member.

Customer provides re-

sources

The customer provides resources for testing and de-

ployment.

Customer defines re-

quirements

The customer defines the product requirements.

Customer validates the

products

The customer validates the products.

Do not have customers The company do not have customer yet.
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Code Description

Has product owner A product owner performs the customer role.

Methodology It describes what methodology the teams adopt.

Uses Scrum The team follows a Scrum methodology.

Uses other agile The team follows any other agile methodology apart

Scrum.

Uses custom methods The team defines its own methodology.

Do not use

methodology

The team do not have a clear defined methodology.

Metrics and

concept of done

It describes the metrics and the definitions for project

success.

Uses AI performance The team uses AI performance metrics to measure

project success.

Uses customer

validation

The team uses customer validation to measure project

success.

Uses time as metrics The team uses time metrics to measure project suc-

cess.

Do not use metrics The team do not clearly define metrics to track prject

progress.

Perceptions and bene-

fits

It describes the perceptions and perceived benefits in

the participant’s opinion.

AI needs specific

methodology

AI development demands a specific methodology.

Methodology con-

tributes to develop

AI

The adoption of a methodology contributes to AI de-

velopment.
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Code Description

Methodology con-

tributes to overall

development

The adoption of a methodology contributes to soft-

ware development in general.

Contributions when

have a bigger team

The company perceives benefits when the team have

more than 3 members.

Contributions for indi-

vidual work

The company perceives benefits for individual work.

Team productivity How the participant describes the team productivity.

High productivity The team has a high productivity.

Low productivity The team has a low productivity.

Do not measure

productivity

The participant does not measure the team

productivity.
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